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“Should we allow AI?” is the wrong question.

Schools are being asked to decide about AI faster than the evidence ar-
rives. This book argues that the choice is not about what the technology
can do. It is about what schools, families and governments decide to do

with it.

Drawing on a series of linked research papers, it looks at learning,

children’s wellbeing, AI literacy, assessment, entry-level work, teachers,
leadership, governance and equity. Every claim is labelled by strength,
from established trend to expert projection to speculation, so you can see

which parts deserve trust and which deserve scepticism.

It is written for school leaders, teachers, parents and policymakers. The

online edition adds interactive tools, a coach for each part, and a search
that answers from the book’s own text.

Ask instead: what kind of AI, used how, and checked by whom?



Reviews

“Paul, this is excellent; really!

I was drawn in by this research. What struck me first is how honest it is. It is
honest, it feels honest, and it reads honest. Labelling every claim, from estab-
lished trend to speculation, is something I wish more writing about AI in edu-
cation did. It lets the reader trust the parts that deserve trust and think critic-

ally about the rest.

For me, the most immediately useful message for school leaders is that how
AI is designed matters more than whether it is used. The study you cite says it
all: an unrestricted chatbot raised practice scores but lowered exam results,
while a tutor-style version that made students think did not. Many schools are

still asking “Should we allow AI?” Your article moves the question to “What
kind of AI, used how, and checked by whom?” That is a question a principal
can act on tomorrow, in the next procurement decision or the next assessment

policy.

I also found the “moves that hold in every future” very practical, especially

teaching verification and assessing what learners can do without the tool.
Those connect closely with my own work on teaching students how to learn, not
just what to learn.”

Richard L. Wilson, M.Ed.
Educator | Writer | Editor | Academic Director
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Foreword

In 2034, my son will finish school. I don't know what the world will look

like when he does, and nobody who tells you they know is being straight
with you. That uncertainty is where this book starts.

I've spent more than six decades in education, as a teacher, adviser,
school leader and consultant, across Asia and beyond. When I began

teaching I used a manual typewriter and reprographic devices like mimeo-
graph machines (Gestetner) with a waxy stencil wrapped around an inked
drum to push ink through cut letters or drawings onto paper to produce

worksheets for students. We had spirit duplicators and hectographs and
overhead projectors - these were the cutting-edge high-tech of the seven-

ties and eighties.
Over all this time I've watched plenty of technologies arrive with big

promises. Some of them improved learning. Many didn't. What separated
the two was rarely the technology. It was what the adults around it de-

cided to do.
That is the argument of this book. What happens to education over the

next twenty years will depend less on how capable AI becomes than on

the choices that teachers, parents, school leaders, governments and com-
panies make about it. Those choices are still open. Some of them are being

made quietly, in procurement contracts, in assessment rules and in the
habits children form with the tools in their pockets.

The book grew out of my newsletter, AI in Education – Deliberately
Human, which I wrote for school leaders and educators through 2025–26.
I wanted something short, plain and honest: what the evidence says, how

strong it is, and what a sensible person might do next. Where the evidence
is thin, I've tried to say so. Where I have an interest, I've tried to declare it.
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You don't need to be a technologist to read it. You need to care about
children, about teachers, and about what it means to learn. If you do, I

hope the chapters help you ask better questions, and to push back, po-
litely and firmly, when the answers on offer don't hold up. I have tried my

best to verify the facts, list my sources and use AI to help me organise my
writing. I guess this book is the result of human and AI cooperation,

which is how it should be, but with me who decides what is written.
Paul Penfold

October 2026, Chiang Mai
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Introduction

Who this book is for

This book is for people who make or influence decisions about AI in edu-

cation, and for anyone who wants to understand those decisions. That in-
cludes teachers, school leaders, parents, governors, policy makers and the
people who sell to them. It assumes no technical background. The

chapters are short on purpose, so you can read one on a train, or pick the
part that matches the problem on your desk.

What it argues

Three ideas run through every part.

The first is that choices matter more than capability. AI will keep im-
proving, but whether that helps or harms learning depends on decisions

about purpose, pace, safeguards, money and who is included.
The second is that evidence comes in different strengths, and a good

decision says which kind it relies on. A single study, an expert survey, a

vendor's claim and a long-running trend are not the same thing. Part One
shows one way of labelling that difference, and every part ends by saying

what it can't tell you.
The third is that human relationships are how people learn. Tools can

help or get in the way. Where a chapter has to choose between a more effi-
cient tool and a protected human relationship, it leans towards protecting

the relationship, and it says why.
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How the book is organised

There are eleven parts and 56 short chapters. Each part is built from one
research paper that I wrote from my newsletter, and can be read on its

own.
Part One looks ahead to 2035 and 2045 through scenarios, and names

the choices that decide which future arrives.
Part Two asks how people learn with AI, and tests an expert consensus

against the empirical evidence.

Part Three turns to children and young people, and to wellbeing, at-
tachment and the developing mind.

Part Four compares international definitions of AI literacy.
Part Five looks at assessment: what a piece of work can still prove when

AI can produce it.
Part Six looks at the labour market and at what schools should prepare

young people for.

Part Seven puts teachers at the centre, with professional learning, time
and the right to say no.

Part Eight is about school leadership and the order in which to make
changes.

Part Nine covers governance, rules and procurement.
Part Ten asks whether AI will close or widen the gaps between learners,

especially those in crisis.
Part Eleven explains how the papers and this book were made, and

what checking found.

Most parts follow the same pattern: an opening note on where the ma-
terial comes from, short chapters, a section called What to do, a plain

statement of what the part can't tell you, and a closing thought. Sources
appear as numbered citations in the text, and the full list is in the

Bibliography at the back. Studies that matter to more than one part are
explained in full once, and later chapters point back to that place.
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How to read it

Read it in order if you can. Part One sets the frame and Part Eleven ex-
plains the method. If you're short of time, read Part One, then the part

closest to your role: Part Seven for teachers, Part Eight for school leaders,
Part Nine for governors and policy makers, Part Three for parents. The

What to do sections are written to be taken to a meeting.

A note on evidence

I've tried to report numbers as the sources give them, and to say who is

making a claim. Claims that organisations make about their own pro-
grammes are reported as their claims. Several figures from the original

newsletters were corrected or removed when they couldn't be traced to a
source. Even so, errors are possible. If a number matters to a decision,

please check it against the source cited.

Who wrote it

This book was co-written by me and an AI agent, Claude, made by
Anthropic. I chose the themes, wrote the newsletters the papers draw on,

and set the standards. Claude gathered and checked sources, synthesised
the themes and drafted the text. I reviewed and approved the book, and
I'm responsible for it. Part Eleven gives a fuller account, including the er-

rors that checking found.
That arrangement is itself a conflict of interest, because several parts

discuss Anthropic and other AI developers. I've also led international
schools, and work with Brave Generation Academy, an alternative educa-

tion provider discussed in Parts Eight and Ten. I flag these interests in the
chapters where they matter.

A last word before you begin

The title is a statement of intent. To be deliberately human is to use
powerful tools on purpose, with the people we serve kept in view. It's a
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choice, and it has to be made again each time a new tool, contract or rule
comes along. This book tries to make that choice a little easier to see.



PART ONE

Choices, Not Capability
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Based on the paper "Educational Futures to 2035 and 2045: Scenarios, Switches
and the Choices to Make Now" by Paul Penfold (Proceedings of Future Science
Archives, 2026).

This part sets out the claim the rest of the book leans on: what happens
to education will depend less on how capable AI becomes than on the

choices people make about it. It starts with the pressures already in the
room, looks at the futures others have built, offers seven of my own, and

ends with the decisions that matter most.
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CHAPTER 1

The class of 2034

In 2034, my son will finish school. By then, AI may have changed what

learning, work and qualifications mean. Or it may have developed more
slowly than many forecasts suggest (Penfold, 2026) [102]. Nobody can say

which, and anyone who sounds certain is guessing.
That's why this book starts with futures rather than tools. Forecasts

about AI and education tend to swing between promise and alarm, and

most of them will be wrong. Scenario planning is a more useful discipline.
Instead of predicting one future, you build several plausible ones, test

today's plans against each of them, and look for the choices that decide
which future arrives. The aim is to stretch our thinking, so that plans hold

up against futures that might come rather than the one we expect.
The central claim of this chapter, and of the whole book, is simple. The

future of education won't be decided by AI capability alone. It will be de-
cided by choices about access, ownership, governance, assessment and the
role kept for teachers and learners. Many of those choices are being made

now, in budget meetings, procurement contracts and assessment policies.
Three questions run through this part:

What pressures are already shaping the future of education?

What futures are plausible for 2035 and 2045?

Which present-day decisions most influence which future arrives, and
what should institutions do now?

Where the material comes from

Part One draws on two series of articles I wrote for educators in 2026,
one looking ahead to 2035 and one to 2045, and on my notes from

UNESCO's consultation on education beyond 2030 (Penfold, 2026) [102,
155, 114, 119, 98, 138, 147, 136, 122]. I've read them alongside pub-
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lished scenario sets from the UK Government Office for Science (2026)
[180], the World Economic Forum (2026) [204], the OECD (2020) [86],

UNESCO (2021) [182] and EdTech Hub and the International
Development Research Centre (Rahman & Freeman, 2025 [162], 2025

[163]).

Telling evidence from imagination

Writing about the future mixes evidence with imagination, and you
should be able to tell which is which. So, throughout this part, claims carry

a label that shows how strong the evidence behind them is:

[Established trend]: supported by current data from authoritative
sources.

[Early signal]: emerging evidence, often from a single study or a short
period.

[Expert projection]: an estimate or ranking by experts or modellers.

[Speculative extension]: my own construction. Nothing labelled this

way is a forecast.

Figure: The four evidence labels used in Part One, from strongest to most speculative.
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CHAPTER 2

Seven pressures already in the room

Whatever future arrives, it will arrive through pressures that are already at

work. Seven of them shape every scenario in this part.

The money is moving. Official development assistance from OECD
donors fell 23.1% in 2025, while world military spending rose to about

US$2.89 trillion (OECD, 2026 [89]; SIPRI, 2026 [169]). Some 5.8
million refugee children were out of school (UNHCR, 2026) [191].
[Established trend]

Teachers are short. UNESCO estimates that the world needs 50 mil-

lion additional teachers by 2030: 44 million for primary and second-
ary education and 6 million for pre-primary (UNESCO and partners,
2026) [209]. [Expert projection]

Universities are under strain. In England, 42.7% of higher education
providers were forecast to be in deficit in 2025–26 (Times Higher

Education, 2026) [178]. The consultants Huron estimated that more
than a quarter of US private non-profit colleges are at risk of closing

within ten years, which is a projection rather than a count (13abc,
2026) [1]. [Early signal; Expert projection]

AI helps or harms depending on design. An unrestricted chatbot raised
practice scores but lowered exam results, while a tutor-style version did

not (Bastani et al., 2025) [11]. A purpose-built AI tutor outperformed
active learning in one physics course (Kestin et al., 2025) [62]. [Early

signal]

Entry-level work is changing first. Employment for 22 to 25 year olds

in highly AI-exposed US jobs was about 19% below that of comparable
peers in mid-2026, though without widespread displacement

(Brynjolfsson et al., 2026) [19]. [Early signal]
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The scholarly record is straining. In October 2025, arXiv began requir-
ing computer science review and position papers to have passed peer

review first, citing a flood of AI-generated submissions (Nature, 2025)
[80]. [Established trend]

Populations and climate are uneven. UN projections show many coun-
tries already past their population peak while others remain very

young (United Nations, 2024) [195], and at least 242 million students
in 85 countries had their schooling disrupted by extreme climate

events in 2024 (UNICEF, 2025) [193]. [Established trend]
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Figure: Seven pressures already at work, with the evidence label the chapter gives each
one.

None of these needs a dramatic leap in AI to matter. Money, teachers, uni-

versities, children's learning, young people's first jobs, the research record
and the shape of the population are all shifting already. Later chapters re-
turn to several of them in detail: the two learning studies in Chapter 10,

the jobs data in Chapter 28 and the children out of school in Chapter 49.
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CHAPTER 3

What other scenario sets say, and where
they disagree

I'm not the first to build futures for AI and education, and it helps to see

what others have done.
The UK Government Office for Science (2026) [180] built five futures

for 2030 from six uncertainties: the pace of capability, who controls ac-
cess, security, adoption, displacement of work and international coopera-

tion. Its scenarios are called Slow Burn, Open Frontier, Augmented
Growth, Transformation Economy and Take-Off. Two of them,
Augmented Growth and Transformation Economy, share the same capab-

ility score but differ sharply on how widely access is shared and how much
work is displaced. That supports a point I make throughout this book:

who owns and controls AI matters as much as what it can do (Penfold,
2026) [102].

The World Economic Forum (2026) [204] sets out four futures for jobs
to 2030. The OECD (2020) [86] offers four scenarios for schooling to
2040, and UNESCO (2021) [182] looks as far ahead as 2050.

For low- and middle-income education systems, EdTech Hub and the
International Development Research Centre asked experts to rank five AI

scenarios for 2035. The one rated likeliest, and most urgent to prepare
for, was a widening learning divide within and between nations (Rahman

& Freeman, 2025 [162]; Penfold, 2026 [155]). [Expert projection] Their
companion study on education in crisis ranked a funding collapse as the

likeliest scenario (Rahman & Freeman, 2025) [163].

Where the sets disagree

The sets disagree most on pace. AI 2027 expects AI agents to surpass hu-

mans at nearly every task within a few years (Kokotajlo et al., 2025) [63].
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AI as Normal Technology expects change over decades, as with earlier
general-purpose technologies (Narayanan & Kapoor, 2025) [77].

They also disagree on the net effect. The Brookings Global Task Force
concluded in January 2026 that "at this point in its trajectory, the risks of

utilizing generative AI in children's education overshadow its benefits"
(Brookings Institution, 2026) [18]. Yet carefully designed tutors show real

gains in particular settings (Kestin et al., 2025) [62]. Both can be true, be-
cause design, age and context differ.

Figure: Where published scenario sets disagree, on pace and on net effect.
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CHAPTER 4

Four futures for 2035

Most of the futures for 2035 turn on two uncertainties. The first is how

fast AI develops. The second is whom it serves, meaning how well it is
guarded and how widely its benefits and control are shared. Crossing the

two gives four futures (Penfold, 2026) [98]. They are my own construc-
tion, though each has relatives in the published sets. [Speculative
extension]

Paced and Shared (rapid, guarded, widely shared). Schools use AI de-

signed to prompt thinking, and teachers' judgement is the unit of trust.
Assessment moves to what learners can do and defend. Portable certi-

ficates spread. The class of 2035 is fluent with AI and trained to check
it.

Fast and Concentrated (rapid, thinly overseen, controlled by a few).
Tools arrive bundled from a handful of vendors, with lock-in and

heavy collection of learner data. Wealthier families buy human teach-
ers and small classes, while others get cheaper automation. Degrees

lose some of their signal as entry-level jobs thin.

Steady Hands (gradual, guarded, widely shared). AI becomes ordinary

teaching infrastructure for preparation, feedback and administration.
Teachers gain time, and training decides who benefits. Universities ad-

apt over a decade rather than a year.

Hype and Gap (gradual, thinly overseen, benefits concentrated).

Money flows to devices and platforms with little evidence of impact.
Teachers and offline access are neglected, and learner data is extracted.
The gap widens between schools that design AI use and schools that do

not.
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Notice that the best and worst of these differ in more than speed. Paced
and Shared and Fast and Concentrated are both rapid. What separates

them is oversight and who benefits. That is the point of building futures
this way: it shows where the real decisions sit.

Figure: Four futures for 2035. The author's construction. The closest cousins named in
each cell are rough matches from other scenario sets, offered as a prompt.
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CHAPTER 5

Three futures for 2045

Looking further ahead, the 2045 series sketched three futures as deliber-

ate thought experiments. All of what follows is speculative extension.

The worst case: the great unbundling

A university sells five things in one package: teaching, assessment, creden-
tials, research and belonging. In the worst case, AI and shrinking budgets

pull the package apart, and the parts that are cheap to copy go first
(Penfold, 2026) [138]. Mid-ranked, fee-paying teaching universities are
most exposed. Their main product, explanation, is available free at a high

standard, and their degrees lose signal as entry-level jobs thin.
Graduates become "unreadable": capable, but unable to prove it in ways

employers trust. Assessment becomes a theatre of suspicion, with surveil-
lance replacing judgement. Research becomes a closed loop of machine-

written papers reviewed by machines and counted by tenure committees.
The poorest learners get the machine without the mentor. In this world,
schools survive as childcare and universities as brands.

The likeliest: two schools, two futures

The future I consider likeliest is a split one (Penfold, 2026) [147]. Picture

two 12 year olds in the same city in 2045. One has a mentor who knows
her name, a group of eight, and an AI she uses after attempting a problem

herself. Her portfolio belongs to her family. The other has an endlessly pa-
tient licensed platform, one supervisor for 60 learners, and a score inside

a record she cannot take with her.
Human attention becomes a luxury good. Elite institutions become

more relational and more expensive, while mass systems become more
automated and more data-driven. What may be lost first is not academic
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but social: the experience of growing up among people who differ, which
schools have always provided.

The best case: the great release

The best case is possible, not guaranteed (Penfold, 2026) [136]. Its main

risks are underfunding, weak governance and low-quality AI at scale. In it,
learners own a portable, lifelong record of evidence: observed work, pro-

jects and defended judgement. Learning happens in local hubs with hu-
man mentors, with AI providing tireless explanation and practice de-

signed to prompt thinking.
Public money pays for a human mentor in every hub, so teaching be-

comes more relational. Universities return to choosing questions and veri-

fying evidence. Vocational, caring and creative work carries prestige.
Open, local-language models let learners meet their own languages and

knowledge. Schools protect deep attention with tools-down time. Poorer
countries gain through open, offline and multilingual tools.

Figure: The three futures for 2045 in Chapter 5.
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CHAPTER 6

Six switches and what to do now

Put the 2035 and 2045 futures side by side and a pattern appears. They

differ less in how capable AI becomes than in a handful of decisions. I call
them switches, and each is being decided now (Penfold, 2026) [136].

Who owns the record: the learner, or the platform?

Who pays for the human part: public money, or only the families who
can afford it?

How do we assess: observed performance and oral defence, or
surveillance?

Who owns the models, the data and the evidence base: a few compan-
ies, or institutions that can be held to account?

Who is in the room: do teachers, parents and learners, including those
far from the labs, have a say?

Who holds power to account: are procurement, data and AI rules pub-
lic and enforceable, or opaque?

Governments may be the decisive actors on several of these, through pro-

curement, data protection, credential regulation, connectivity and public
platforms (Penfold, 2026) [147]. The options include public AI tutors
commissioned as public infrastructure, national learning records with

strong learner-data rights, mandatory human oversight in schooling, and
recognition rules for portfolios and micro-credentials. UNESCO's educa-

tion ministers pointed in the same direction in 2026, calling for auditable
AI systems, portable data and teachers who help decide which systems

enter their classrooms (UNESCO, 2026) [188].
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Figure: The six switches. Compare the interactive version in Chapter 4.

Moves that hold in every future

Scenarios are most useful for finding moves that make sense whichever

future arrives (Penfold, 2026) [98]:

Teach verification: checking a confident answer, whoever or whatever
gave it.

Assess what learners can do without the tool, and keep teachers' judge-
ment at the centre.

Keep choice: data that can be exported and vendors that can be left.

Design for the weakest link: offline tools and learners' own languages.

Teach the civic question of who sets the pace of AI and who checks it.

Plan in ranges, and review the plan every year.

Set red lines: uses of AI an institution would refuse even if competitors

adopt them.
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Learning continuity as a system responsibility

UNESCO's consultation on education beyond 2030 is about the agenda
that will follow Sustainable Development Goal 4. In my notes of the ses-

sion, the director of the Inter-agency Network for Education in
Emergencies argued that for millions of learners uncertainty is already the

reality. The director questioned the idea of "returning to normal" when
the pre-crisis system may already have excluded children and called for
continuity of learning to become a core responsibility of education sys-

tems, with flexible pathways so that no child has to start again (Penfold,
2026) [122]. These are notes of a live session rather than a published

statement, and should be checked against UNESCO's materials.

Signals to watch

By 2030 to 2035, several signals will show which way things are tilting
(Penfold, 2026) [147]:

whether public budgets protect human teachers alongside AI;

whether learning records are controlled by learners or platforms;

whether assessment moves towards observed performance or

surveillance;

whether open, local-language models receive public investment;

whether employers recognise portfolio evidence;

whether university closures cluster among teaching-only institutions;
and

whether AI narrows or widens attainment gaps.

Working backwards from 2035

If the better future is the goal, the decisions fall in the next five years, and
none needs a technological breakthrough. Each needs a budget line or a

rule (Penfold, 2026) [136]:

protect funding for human mentors as AI tools arrive;

fund open, local-language models;
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agree a learner-owned record standard with data rights written in;

pilot oral and performance assessment at scale and train teachers to
run it;

have employers and ministries recognise portfolio evidence;

pay for offline and mobile learning continuity for displaced and cli-

mate-affected learners; and

publish attainment data by income and place, so that widening gaps

show up early.

Figure: Seven decisions that would make the better future more likely, from Chapter 6.
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What this part can't tell you

Scenarios are not forecasts. The four futures for 2035 and the three for
2045 are my constructions, and the expert rankings I've cited are opinion

gathered in workshops. Some of the evidence for current pressures comes
from early or single studies. The scenario sets I reviewed were developed

mainly in the Global North. EdTech Hub's studies are an exception, but
neither they nor the UK report name Thailand or Myanmar, which my
own series sought to address (Penfold, 2026) [102]. And I've used notes

from a live consultation, flagged as such.

A closing thought

Nobody will announce the day the university ended, or the day it was re-
born. It will happen one budget meeting, one assessment policy and one

procurement contract at a time, and those meetings are happening now
(Penfold, 2026) [138]. AI will show which parts of education were always

about delivering content and which were about human development, trust
and shared purpose. The useful question is which futures educators are
willing to build, and which they are prepared to refuse.
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THINK IT THROUGH

Reflect.

Which of the six switches is being decided in your setting right now, and by

whom?

What is one use of AI you would refuse even if others adopted it, and why?

Looking ahead to the class of 2034, what would you most regret having left

to chance?

Self-check. How far is each of these true where you work: not yet, partly,
mostly or fully?

We can say who owns our learners' records, the school or a platform.

We assess some things by observed performance, not only by finished
products.

We could leave any one AI vendor without losing students' work or data.

Teachers, families and learners have a real say in AI decisions.

We have written down at least one use of AI we would refuse even if com-

petitors adopt it.

The online edition has an interactive coach for each part, with a scenario,
scored feedback and questions answered from the text.



PART TWO

Learn First, Then Use
AI
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Based on the paper "Learn First, Then Use AI: Testing an Expert Consensus on
Generative AI and Learning Against the Empirical Evidence" by Paul Penfold
(Proceedings of Future Science Archives, 2026).

Part One argued that choices decide the future. This part looks at one
of the most important choices a teacher or school makes: when in the

learning process a learner should turn to AI. It tests what thirty experts
said against the studies published so far, and ends with a rule short

enough to remember.



39

CHAPTER 7

The wrong question: does AI help or harm
learning?

Within three years of the public release of ChatGPT, generative AI went

from novelty to everyday tool for students. It drafts essays, solves prob-
lems, summarises readings and explains ideas on demand. Schools have

responded unevenly. Some ban it, some embrace it, and many leave the
decision to individual teachers.

Both extremes rest on the same assumption: that generative AI has one
overall effect on learning. But learning isn't one thing. It includes paying
attention, encoding new information, practising, getting feedback, reason-

ing, collaborating and transferring ideas to new problems. A tool that
helps one of these may damage another.

A recent expert consensus report takes this seriously. Kendeou, Greene,
Nixon and colleagues (2026) [60] asked 30 experts in learning and educa-

tion to rate how generative AI is likely to affect 65 distinct learning pro-
cesses. Their answer is that the useful question isn't whether AI helps
learning. It's which process it touches, and when.

Figure: Some of the learning processes that a single verdict on AI would hide.
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Expert consensus isn't the same as evidence, though. The report itself
rates the strength of evidence behind most processes as low. So the ques-

tion for this part is a simple one: do the studies published so far support
the experts' picture? I map the main studies onto the sequence the report

describes, then draw out what follows for practice. The newsletter edition
that first set out these ideas is listed at the end of the part (Penfold, 2026)

[118].
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CHAPTER 8

What thirty experts found

How the report worked

The report used a preregistered Delphi method, in which experts rate
items over several rounds and see the group's responses between rounds.

Thirty experts identified 65 learning processes across eight categories,
from motivation and memory to critical thinking, collaboration and trans-

fer. Each process was rated on a 1 to 5 scale for how likely general-purpose
generative AI is to enhance it, and how likely it is to disrupt it. A process

counted as reaching consensus when its mean rating was 3.0 or above and
at least 75% of experts rated it 3, 4 or 5, for enhancement or for vulnerab-

ility. Consensus was reached on 42 of the 65 processes.
Two limits of scope matter. The experts were asked about general-pur-

pose chatbots such as ChatGPT, Claude and Gemini, used by learners on

their own. They weren't asked about tools designed for teaching, or about
AI built into other software. And the report concerns K–20 education in

the United States.

A sequence with risks at both ends

The findings are easiest to read as a three-stage sequence.

Acquiring something new. Encoding, information acquisition and re-
trieval reached consensus on vulnerability, not enhancement. AI can

tempt learners to skip the effort of taking in and recalling new
information.

Consolidating it. Learning and studying strategies stand out as the
most positive category. All seven consensus processes there are en-

hancement signals: learning from feedback, self-testing, learning from
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examples, tutoring, step-by-step support, learning from questioning
and deliberate practice.

Applying it in new ways. The experts are least optimistic here. Of 14

higher-order processes reaching consensus, including critical thinking,
metacognition and self-regulated learning, 10 were rated vulnerable
with no matching benefit.

Figure: The expert consensus read as a three-stage sequence (Kendeou et al., 2026).

Three further findings sit alongside this sequence. All five collaboration
processes that reached consensus (social connection, socio-emotional de-
velopment, social learning, collaborative learning and sense of belonging)

did so on vulnerability only. Younger learners were judged more vulner-
able than older ones. And in domain learning, only writing reached con-

sensus, with high risk. The lack of consensus on mathematics, STEM reas-
oning and reading reflects real disagreement among the experts, not

agreement that AI has no effect.
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What the experts recommended

The experts proposed 11 recommendations, rated for impact and feasibil-
ity. Three scored high on both: teach generative AI literacy, use AI for ad-

aptive support such as tutoring, hints and feedback, and bring AI in for
brainstorming only once learners have set out their own thinking. Those

judged hardest to carry out were gating AI use on demonstrated compet-
ence, redesigning assessment, and inclusion and equity.
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CHAPTER 9

What learning science would predict

The experts' pattern isn't a surprise to anyone who knows the learning sci-

ence. It's what established research would predict. Four ideas do most of
the work.

Desirable difficulties. Conditions that make learning feel harder in the
moment, such as spacing, interleaving and generating answers rather than
reading them, often produce stronger long-term retention and transfer

(Bjork, 1994) [13].

Figure: Four ideas from learning science that predict the experts' pattern (Chapter 9).
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Retrieval practice. Actively recalling information strengthens memory far
more than re-reading it (Roediger & Karpicke, 2006) [164]. An answer re-

quested from AI is a retrieval opportunity lost.
The generation effect. Information that learners produce themselves is

remembered better than information they are given (Slamecka & Graf,
1978) [170].

Cognitive load theory. Working memory is limited, and novices learn
best with guidance that reduces irrelevant load while keeping the essential

processing (Sweller, 1988) [177]. A well-designed tutor can reduce un-
helpful load. An answer engine can remove the essential processing
altogether.

Put these together and the shape of the consensus follows. AI will hurt
acquisition when it replaces effortful encoding and retrieval. It will help

consolidation when it adds feedback, questioning and practice. And it will
threaten higher-order thinking when it does the reasoning for the learner.
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CHAPTER 10

Four studies tested against the consensus

This chapter is the main place in the book where the best-known studies

on AI and learning are set out in full. Later parts refer back to it.

Acquisition: answer-giving harms learning

The clearest evidence comes from a field experiment with nearly a thou-
sand high-school mathematics students in Turkey (Bastani et al., 2025)

[11]. Students practised with one of two GPT-4-based tools, or without
AI. "GPT Base" behaved like a standard chatbot. "GPT Tutor" was promp-
ted to give hints rather than answers.

During practice, both AI groups did much better than the control
group. But when AI was removed for an exam, students who had used

GPT Base did significantly worse than students who had never used it,
largely because they had used it to get answers. The tutor version largely

removed this harm, though it didn't produce a clear gain on the exam.
This matches the consensus on encoding and retrieval closely: unres-

tricted AI improves performance in the moment while weakening what is

learned. It also adds a nuance the experts couldn't test, since they rated
general-purpose chatbots only. Design changes the outcome.

Consolidation: tutor-style AI can produce large gains

A randomised controlled trial in an undergraduate physics course at

Harvard compared an AI tutor with an active-learning class taught by ex-
perienced instructors (Kestin et al., 2025) [62]. The tutor was built on re-

search-based teaching practice. It took problems step by step, encouraged
students to think before revealing answers and managed cognitive load.

Students learned significantly more in less time with the tutor, and repor-
ted more engagement and motivation.
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This is strong support for the consensus on learning and studying
strategies, where tutoring, feedback and learning from questioning were

all rated as enhanced. It's worth noting that this tutor was purpose-built
rather than a general chatbot, and that students met it inside a structured

course. The evidence suggests the enhancement the experts expect is most
likely when AI is designed around how people learn.

A caution about pooled evidence

Early attempts to pool the evidence need care. At least one widely cited

2025 meta-analysis reporting large positive effects of ChatGPT on learn-
ing performance and higher-order thinking has since been retracted. That
underlines the report's call for rigour over speed.

Writing: offloading leaves a cognitive debt

Writing was the only domain to reach consensus, and the experts saw high

risk. An EEG study from the MIT Media Lab compared participants who
wrote essays with an LLM, with a search engine or with no tools

(Kosmyna et al., 2025) [64]. The LLM group showed the weakest patterns
of brain connectivity, struggled more to quote their own essays and repor-

ted a weaker sense of ownership. Participants who started with the LLM
and later wrote without it didn't simply return to the engagement seen in

the no-tools group. The authors call this "cognitive debt". The study is
small and was released as a preprint, so it should be read with caution, but
it fits the experts' concern.

Higher-order thinking: offloading is linked with weaker
critical thinking

Survey research points the same way. Gerlich (2025) [48] found a signific-
ant negative relationship between frequent AI use and critical-thinking

scores, mediated by cognitive offloading, with younger participants show-
ing more dependence. This echoes the experts' view that younger learners

are more vulnerable. A survey of knowledge workers by researchers at
Microsoft and Carnegie Mellon found that greater confidence in generat-
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ive AI was associated with less critical thinking, and greater self-confid-
ence with more (Lee et al., 2025) [67]. Both studies are correlational and

can't show cause and effect, but they are consistent with the experts' one-
sided judgement of risk.

Figure: The four studies in Chapter 10 and what each one found.
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CHAPTER 11

Where the evidence and the consensus part

The fit between the experts and the studies is good, but it isn't perfect,

and the gaps matter.
Design versus general-purpose tools. The consensus concerns learners

using general chatbots on their own. The strongest positive evidence
comes from purpose-built tutors. So the experts' pessimism about acquisi-
tion may be less warranted for well-designed tools, and their optimism

about consolidation may be overstated for unstructured chatbot use.

Figure: Four gaps between the expert consensus and the early studies (Chapter 11).

Higher-order thinking. Some short, structured interventions report gains
on immediate higher-order tasks. The experts' concern is different:
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whether learners develop the habit and capacity to think independently
over time. Studies so far rarely measure that.

Collaboration. The experts' consensus on vulnerability in five social
processes is a significant warning, but I found little direct experimental

evidence either way. That's a clear gap.
Rigour. The report rates evidence strength as low across the 42 con-

sensus processes and calls for rigour over speed. The studies reviewed here
vary in size, duration and design, and several are preprints or correla-

tional. Agreement between expert judgement and early evidence makes
the pattern more credible, but it isn't settled yet.
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CHAPTER 12

Learn first, then use AI: the rule and what
it means for schools

Read together, the consensus and the evidence point to a principle about

sequence more than a simple yes or no.
Stage 1: Learn without AI doing the thinking. When learners first meet

new ideas, they need to encode, retrieve, generate and make mistakes.
Answer-giving AI short-circuits this. If AI is used at all, it should act as a

tutor that asks questions and gives hints rather than solutions.
Stage 2: Use AI to consolidate. Once something has been learned, AI

can help strengthen it: building quizzes, giving feedback, probing for ex-

planations, offering worked examples and supporting deliberate practice.
This is where both the experts and the evidence are most positive.

Figure: The rule in Chapter 12, as three stages.
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Figure: Weaker and stronger uses of AI in learning. Author's synthesis, informed by the
OECD Digital Education Outlook 2026 and Bastani et al. (2025).

Stage 3: Put your own thinking first when applying ideas. When learners
reason, evaluate, create or transfer ideas to new contexts, they should set
out their own thinking before turning to AI. AI can then act as a critical

partner that challenges, questions and offers alternatives, but not as a sub-
stitute for judgement.

This is consistent with UNESCO's guidance on generative AI in educa-
tion and research, which calls for a human-centred approach, age-appro-

priate use and protection of human agency (UNESCO, 2023) [184].

For teachers

Be clear about where in the learning cycle each task sits: first meeting
an idea, consolidating it or applying it.

Prefer tutor-style tools that ask questions and give graduated hints
over open answer engines, especially for new material.
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Assess the thinking, not just the product: drafts, reasoning, oral ex-
planation and reflection on how AI was used.

Keep retrieval practice, spaced practice and some work done without

AI.

Ask students to set out their own ideas before using AI to brainstorm

or critique.

Protect tasks that depend on students working with each other.

For school leaders

Write AI guidance that says more than "allowed" or "banned", and that

distinguishes stages of learning.

Teach generative AI literacy explicitly: how it works, where it falls short

and how to check its output.

Give younger learners more protection from offloading.

Invest in professional development for designing AI-aware tasks and
assessment.

Pilot locally and measure learning, not just engagement or task
completion.

For researchers

Run longer, well-powered trials that measure durable learning and

transfer after AI is removed.

Compare general-purpose chatbots with purpose-built tools under the

same conditions.

Study the effects on collaboration, belonging and socio-emotional de-
velopment, where expert concern is high and evidence is thin.

Test the sequencing principle directly by varying when AI is
introduced.
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What this part can't tell you

The review behind this part is a narrative one, not a systematic one. I
chose the studies to test the consensus framework rather than gathering

them exhaustively. The consensus report concerns US education and gen-
eral-purpose chatbots, and its conclusions are expert judgements. The em-

pirical studies differ in population, tool, subject and outcome measure,
and the tools they used are already being replaced by newer models. Treat
the conclusions as working hypotheses to be tested in real classrooms.

The rule in one paragraph

A group of 30 experts concluded that generative AI threatens the start of

learning, can support its middle, and does not yet reliably support its end.
The early empirical evidence largely agrees. Answer-giving AI harms ac-

quisition, tutor-style AI can strengthen consolidation, and offloading
thinking is linked with weaker critical thinking. The practical rule is plain:

learn first, then use AI to strengthen what you know, and put your own
thinking first when you apply it. Schools that design for this sequence are
more likely to get the benefits of AI without paying for them in lost

learning.

Related newsletter articles

The ideas in this part first appeared in shorter form in my newsletter. The
Minnesota consensus edition is "Learn first, then use the AI: what 30 ex-

perts say about generative AI and learning" (Penfold, 2026) [118]. Related
editions include "AI is making students perform better and learn less"

(Penfold, 2026) [100], "The Lazy Brain: Why Convenience Is the Enemy
of Intelligence" (Penfold, 2026) [139], "The Confidence Trap: Why
Flawless Logic Isn't Always Truth" (Penfold, 2026) [129], "In a World of

Confident Machines, Critical Thinking Is the Premium Skill" (Penfold,
2026) [116] and "Schools Are Buying AI on Hope. Here's the Evidence

They're Skipping" (Penfold, 2026) [123].
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THINK IT THROUGH

Reflect.

Think of one task you set recently. Was it first meeting an idea, consolidat-

ing it or applying it?

Where would you want learners to struggle without AI, and why?

How would you know whether an AI tool in your setting improved learning,

not just completion?

Self-check. How far is each of these true where you work: not yet, partly,
mostly or fully?

Our guidance distinguishes first meeting an idea, consolidating it and ap-

plying it.

Students set out their own ideas before turning to AI to brainstorm or

critique.

We keep some retrieval practice and some work done without AI.

We assess the thinking (drafts, reasoning, oral explanation), not only the

product.

Any pilot of an AI tool measures learning, not just engagement or task

completion.

The online edition has an interactive coach for each part, with a scenario,

scored feedback and questions answered from the text.



PART THREE

Growing Up with
Machines That Talk
Back
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Based on the paper "Growing Up with Machines That Talk Back: Wellbeing,
Attachment and the Developing Mind in AI-Mediated Childhood" by Paul Penfold
(Proceedings of Future Science Archives, 2026).

Parts One and Two looked at systems and at learning. This part puts
the child at the centre. It asks what happens when children talk to ma-

chines that listen patiently, answer instantly and never get tired, and what
schools owe them while they do.
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CHAPTER 13

The student at lunch: a question of care

A student spends lunch talking to a chatbot instead of a classmate. It

listens patiently, never judges, and never gets distracted by its phone. It
will also never notice that she has been on her own for three weeks

(Penfold, 2026) [133].
Most school AI policies wouldn't register this as an AI issue at all.

They're written for a different problem: whether students use AI to com-

plete assessed work. That problem matters, but it isn't the whole of
children's experience of AI. Young people increasingly use chatbots for

company, advice and comfort, and they do so during the years in which
attention, judgement and social skills are still forming.

This part argues that schools need to treat AI as a question of care and
child development as well as of integrity and productivity. Three ques-

tions guide it:

What does current evidence say about children's relationships with AI,
and about AI's effects on the developing mind?

What do children need to be told about what they are talking to?

What responses are emerging, and what can schools apply now?

Where the material comes from

The part draws on newsletters on ethics and wellbeing that I wrote for

school leaders in 2026 (Penfold, 2026) [133, 153, 121, 139, 107, 129,
127]. They include summaries of UNESCO's collection The algorithm in

the room (UNESCO, 2026) [189] and of the World Economic Forum's re-
port on education readiness for AI (World Economic Forum, 2026) [205].
I traced the survey, clinical and experimental sources cited in the newslet-

ters back to their originals where possible. Several figures were corrected
in the process, and claims I couldn't verify were left out.
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CHAPTER 14

Relationships are how learning works

Relationships aren't a side effect

The World Economic Forum's readiness report argues that relationships
aren't incidental to education but often the mechanism through which it

works (World Economic Forum, 2026 [205]; Penfold, 2026 [133]). A
teacher who notices a change in a student's mood, a peer group that ab-

sorbs someone who is struggling, a mentor who pushes back at the right
moment: none of this shows up in a transcript, and none of it is easily

replicated by a system built to be helpful.
The report accepts that AI companions and tutors can offer accessible,

non-judgemental support to anxious or isolated learners. But it warns that
they may reduce the chances for the social interaction that is central to
identity formation and emotional development.

This matters against a background of strain. In 2023, 39.7% of US
high school students reported persistent feelings of sadness or hopeless-

ness (Centers for Disease Control and Prevention, 2024) [21].

How children use AI companions

The scale of companion use is now well documented. A nationally repres-
entative survey of 1,060 US teenagers aged 13 to 17, conducted in 2025,

found that 72% had used an AI companion at least once and 52% were
regular users (Common Sense Media, 2025) [26]. Most still preferred
people: 67% said conversations with AI companions were less satisfying

than with real friends. But 21% said they were about as satisfying and
10% said more so, and a third of users had chosen to talk to an AI com-

panion instead of a person about something important.
For some, use becomes dependence. Researchers at Drexel University

analysed 318 Reddit posts by users who identified themselves as 13 to 17
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years old on a companion chatbot forum. They found accounts of conflict,
withdrawal, tolerance, relapse and mood regulation, with reported con-

sequences including lost sleep, academic decline and strained relation-
ships (Namvarpour et al., 2026 [76]; Penfold, 2026 [153]). This is a

sample of self-reports, not a measure of how common the problem is, but
it describes the pattern from young people's own point of view.

Figure: Companion use among US teenagers, 2025 (Common Sense Media).

Emotional support as a signal of distress

The largest study so far comes from Canada. A survey of 39,761 students
in grades 4 to 12 across four Ontario school boards found that about 21%
had turned to an AI chatbot for help with feelings or relationships

(Bonnesen et al., 2026 [17]; University of Ottawa, 2026 [197]). Among
those students, 57.7% met the study's criteria for serious emotional prob-

lems, compared with 29.2% of students who had not. After adjustment for
demographics, loneliness, sense of mattering and academic AI use, emo-

tional-support use remained associated with a 26% higher prevalence of
clinical-level difficulties.
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The researchers are careful to say that this doesn't show AI causes dis-
tress. Their interpretation is more useful for schools: a young person turn-

ing to AI for emotional reasons may be signalling that they need more hu-
man connection and support, and that's an opportunity for an open, non-

judgemental conversation (University of Ottawa, 2026) [197].

Figure: Serious emotional problems among Ontario students, by use of AI for emotional
support.

When AI enters the teacher's voice

Relationships can be affected from the other direction too. A teacher writ-
ing in UNESCO's collection used AI to give students more detailed and

consistent feedback, and found that her students disliked it: the more pol-
ished the feedback became, the less it felt like hers (Muellauer, 2026 [74];

Penfold, 2026 [121]). The presence of AI in a teacher's communication
can read to students as the teacher's absence. Whether and how teachers
disclose AI use in feedback is therefore a relational question as well as a

matter of transparency.
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CHAPTER 15

Effort, pace and the habit of checking

Convenience and effort

The WEF report describes a spectrum of tools that reduce mental effort. A
calculator used to check a calculation leaves understanding intact. An AI

system that reasons through every step of a problem may remove the
struggle through which understanding is built (World Economic Forum,

2026 [205]; Penfold, 2026 [139]).
Experimental evidence supports the concern, and Chapter 10 sets out

the studies in full. In brief: high school mathematics students who prac-
tised with an unrestricted chatbot did better while practising but worse

than students who had never used it once it was removed (Bastani et al.,
2025) [11]. Participants in an EEG study of essay writing who used a
large language model showed the weakest patterns of brain connectivity

and a weaker sense of ownership of their essays, which the authors de-
scribed as accumulating "cognitive debt" (Kosmyna et al., 2025) [64].

Survey research found that heavier AI use was associated with lower crit-
ical thinking scores, mediated by cognitive offloading, and that younger

participants were more dependent (Gerlich, 2025) [48].

Pace

Childhood development has its own pace. A primary teacher writing in
UNESCO's collection describes how some of his pupils began thinking
less carefully once an AI answer was one prompt away, and how their curi-

osity seemed to shorten. What restored it was slowing down and asking
pupils to treat AI output with suspicion rather than trust (Novik, 2026

[82]; Penfold, 2026 [107]). Most schools ask whether a tool is safe. Fewer
ask whether it suits the age and stage of the child using it.
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Truth and confidence

The WEF report argues that AI's misinformation problem differs from
earlier information risks because it can erode the habits of checking that

education is meant to build (World Economic Forum, 2026 [205];
Penfold, 2026 [129]). Fluent, confident and wrong answers are particu-

larly risky for younger children, who are less likely to question an author-
itative-sounding source.

Synthetic media widen the problem. Naffi describes deepfakes as a

crisis of knowing that erodes the shared ground on which a classroom
agrees what is true (Naffi, 2026) [75]. The most durable defence isn't a

technique for spotting AI errors, which will date as systems change. It's the
older habit of asking how one knows something is true and what would

change one's mind.

Figure: Three ways AI can wear down the habits of learning, from Chapter 15.
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CHAPTER 16

What children are owed: the truth about
what they talk to

Honesty comes in three layers, and children are entitled to all of them.

It is a machine

The simplest honesty is telling children they are talking to a machine.

California's SB 243, in force from 1 January 2026, requires operators of
companion chatbots to disclose that users are interacting with AI. For

users known to be minors, it requires that notice to be repeated at least
every three hours during continuing interactions, with a prompt to take a
break. It also requires protocols to respond to suicidal ideation and self-

harm (National Law Review, 2025) [78].

What kind of machine is uncertain

The harder honesty concerns what these systems are. Writing in July
2026, MacAskill and Caviola argued that the question of whether some

AI systems might have interests that matter morally deserves serious at-
tention, and suggested focusing on "safe bets" that hold up whatever the

answer turns out to be (MacAskill & Caviola, 2026 [72]; Penfold, 2026
[127]). Some developers acknowledge the uncertainty themselves.

Anthropic's published constitution for its Claude models states that the
company is not sure whether Claude is a moral patient, and treats the
question as live enough to warrant caution (Anthropic, 2026) [7]. I should

say plainly that this book was co-written with Claude, so this is a matter in
which one of its authors has an interest.

For schools, the point isn't to settle a philosophical question. It's that
children form relationships with systems that feel human-like, whether or

not those systems have any inner life. They deserve an honest account of
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the uncertainty rather than a comforting story in either direction. The
safest bets are the ones that hold whatever the answer: being honest that

the system is a machine, being kind in how we speak, and not treating a
well-designed simulation of friendship as a substitute for friendship.

AI is not inevitable

A third honesty concerns the future. Oltman describes "AI absolutism":

the habit of presenting AI as a force that will either save or destroy us,
both of which imply that its dominance is inevitable and that the only

choice is to get on board (Oltman, 2026 [92]; Penfold, 2026 [156]).
Children are entitled to learn that the role of AI in their lives is a matter
of human choice, including their own. That's the same claim Part One

made about whole education systems, brought down to the scale of one
child.

Figure: The three layers of honesty children are owed (Chapter 16).
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CHAPTER 17

Responses in 2026 and five developmental
safeguards

Three kinds of response

Figure: The five developmental safeguards (Chapter 17).
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Three kinds of response emerged during 2026.
Protective regulation. Alongside California's SB 243, the US Senate

Judiciary Committee advanced the GUARD Act in April 2026. As repor-
ted, it would require age verification and bar minors from AI companions

designed to simulate a sustained relationship (Covington & Burling, 2026)
[29]. It hadn't become law at the time of writing, and critics argue that an

outright ban cuts parents out of decisions (Penfold, 2026) [107]. New
York City barred companion chatbots for students at every grade as part

of its 2026 moratorium, and England's 2026 safeguarding guidance
brought AI-generated images of pupils inside child protection procedures.
Chapter 43 covers both.

Restoring attention and relationships. Some systems responded by
restoring the conditions for attention. Sweden announced a ban on mo-

bile phones in schools from autumn 2026 and set aside 555 million
Swedish kronor for textbooks and teachers' guides, following a decline in

reading performance (Associated Press, 2026 [9]; Penfold, 2026 [151]).
These aren't anti-technology moves. They're bets that some kinds of
learning need paper, attention and each other's company.

Figure: Academic misuse and companion attachment need different responses (Chapter
17).
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Careful support for carers. Some of the most promising uses of AI support
the adults who care for children rather than replacing them. The

International Rescue Committee's aprendIA is a low-bandwidth
WhatsApp chatbot offering lesson support and short courses for teachers

in conflict-affected north-east Nigeria, covering topics including
classroom management, teacher wellbeing and safeguarding

(International Rescue Committee, 2026) [59]. Writing from humanitarian
education, Sanchez Salas argues that AI can widen access for displaced

children if it is designed carefully, while warning of privacy violations, re-
produced bias and dehumanisation (Sanchez Salas, 2026) [165].

Five developmental safeguards

Drawing these strands together, I propose five safeguards that schools can
apply to any AI tool used by or with children. They're framed as questions,

because the answers depend on the child's age and the context.

Relationship. Does this tool leave more room for human connection, or
quietly close it down?

Development. Was it designed for the age and stage of the children us-
ing it, or adapted for them after the fact?

Thinking. Does it extend children's thinking after understanding has
formed, or remove the struggle through which understanding forms?

Truth. Does its use build the habit of checking, or train children to ac-
cept fluent answers?

Honesty. Are children told plainly that it is a machine, what it does

with their data, and what is uncertain about it?

Two problems, not one

Alongside these, schools need to separate two problems that most policies
treat as one. Academic misuse concerns how students produce assessed
work and belongs with assessment design. Companion attachment con-

cerns how students meet emotional and social needs and belongs with
pastoral care and safeguarding (Penfold, 2026) [153]. Training pastoral
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staff on the second is as important as updating integrity policy for the
first.

What to do

For school leaders. Bring AI into pastoral and safeguarding training, not

only integrity policy. Treat a student's use of AI for emotional support as a
reason for a caring conversation, not a disciplinary one. Apply the five

safeguards before adopting tools for younger children. Protect time and
spaces for unmediated attention and relationships.

For teachers. Decide openly whether and when to tell students that
feedback was produced with AI, and notice how it's received. Build slow,
sceptical use of AI into lessons, especially with younger pupils. Teach the

habit of asking how we know something is true.
For policymakers. Regulate companion chatbots for minors in ways

that combine disclosure, crisis protocols and age-appropriate design with
a role for parents. Fund research that follows children's AI use and well-

being over time, since current evidence is mostly cross-sectional.

What this part can't tell you

Much of the evidence is cross-sectional or based on self-report and can't
establish cause. The largest surveys come from the United States and

Canada. The experimental evidence on cognitive offloading comes mainly
from older students and adults, and its application to younger children is
reasoned rather than tested. Several figures in the original newsletters

were corrected or omitted because they couldn't be traced to primary
sources. Regulatory proposals were still changing at the time of writing.

A closing thought

Children are growing up with machines that talk back. Most will use them

sensibly most of the time, and many will benefit. But AI also reaches into
the parts of childhood that schools care about most: relationships, atten-

tion, judgement and the sense of being known. Schools that treat AI only
as an integrity problem will miss the student at lunch talking to a chatbot
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instead of a classmate. The task isn't to keep children away from AI. It's to
make sure it leaves room for the human relationships and the effortful

thinking through which children grow, and to be honest with them about
what they are talking to.

THINK IT THROUGH

Reflect.

Where in a child's day does AI quietly replace a human conversation?

What would you tell a child plainly about the machine they are talking to?

If feedback on a child's work was written with AI, would you tell them? Why
or why not?

Self-check. How far is each of these true where you work: not yet, partly,

mostly or fully?

Relationship: it leaves more room for human connection, not less.

Development: it was designed for the age and stage of the children, not ad-

apted afterwards.

Thinking: it extends thinking after understanding has formed, rather than
removing the struggle.

Truth: it builds the habit of checking and does not train children to accept
fluent answers.

Honesty: children are told plainly that it is a machine, what it does with their

data and what is uncertain.

The online edition has an interactive coach for each part, with a scenario,
scored feedback and questions answered from the text.



PART FOUR

What Counts as AI
Literacy
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Based on the paper "What Counts as AI Literacy? A Comparative Analysis of
International Frameworks and System-Level Policies, 2024–2026" by Paul
Penfold (Proceedings of Future Science Archives, 2026).

Part Three asked what children are owed. This part asks what young
people should be able to do. It compares the main international defini-

tions of AI literacy, looks at three school systems that acted on them, and
offers a model that schools can use.
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CHAPTER 18

Everyone agrees it matters, nobody agrees
what it is

Ask a room of teachers whether AI literacy matters and almost every hand

goes up. Ask what it covers, or how you would know whether a student
had it, and the agreement falls apart. Schools have been trying to answer

that second question, often from scratch, while their students' use of AI
ran ahead of them.

A 2026 global survey of more than 45,000 people in higher education
found that 88% of students and 77% of faculty were already using AI, but
only 29% of students thought their instructors were equipped to guide

them (Digital Education Council, 2026) [36]. Stanford's 2026 AI Index
found that four in five K–16 students used generative AI for schoolwork,

while only 6% of teachers knew whether their school had a policy on it
(Stanford HAI, 2026) [175]. Chapter 32 returns to these figures when it

looks at teachers.
Into that gap came a wave of frameworks. Academic work on AI liter-

acy goes back at least to Long and Magerko (2020) [71], who proposed 17

competencies and a set of design considerations, and to Ng et al. (2021)
[81], whose review grouped the field around knowing and understanding

AI, using and applying it, evaluating and creating with it, and AI ethics.
What changed after 2024 is that intergovernmental and international

bodies began issuing definitions with real policy weight, and one of them,
the OECD, began building an international test.

Three questions run through this part:

Where do the main international AI literacy frameworks agree, and
where do they differ?

What do early system-level policies show about putting those defini-
tions into practice?
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What should schools and curriculum designers take from both?

How the comparison was done

This is a comparative document analysis. I examined five frameworks
published or finalised between 2024 and 2026, chosen because each was

issued by an international body or widely used network and each sets out
a structured definition of AI literacy for education. I also looked at three

system-level policies that came to prominence in 2026: China's national
plans for AI education, Boston Public Schools' high school AI literacy pro-

gramme, and New York City's moratorium on student-facing generative
AI from kindergarten to grade 8.

Figure: The usage and guidance gap (Digital Education Council, 2026; Stanford HAI,
2026).

The analysis began as a series of newsletters I wrote for school leaders

(Penfold, 2026) [150, 157, 130, 109, 126, 106, 103, 120]. Each frame-
work and policy was first read and discussed there as it was published. For

this part, I went back to the primary documents and news sources and
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checked the claims against them. I coded each framework for its defini-
tion, its structure, whether it describes progression, how it treats ethics

and human agency, whether it addresses creation and design, and whether
it says anything about assessment.
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CHAPTER 19

Five frameworks side by side

UNESCO: a human-centred competency framework

UNESCO's student framework sets out 12 competencies across four di-
mensions: a human-centred mindset, the ethics of AI, AI techniques and

applications, and AI system design. Each runs across three levels of pro-
gression: understand, apply and create (UNESCO, 2024) [185]. The com-

panion framework for teachers adds dimensions on AI pedagogy and on
AI for professional development (UNESCO, 2024) [186]. UNESCO is ex-

plicit that AI should serve people and remain under human control, and
its framework treats ethics as a strand in its own right rather than a

footnote.

Digital Education Council: general and domain literacy

The Digital Education Council (DEC) framework defines AI literacy as the

knowledge and skills needed to understand, interact with and critically as-
sess AI. It has five dimensions: understanding AI and data; critical think-

ing and judgement; ethical and responsible use; human-centricity, emo-
tional intelligence and creativity; and domain expertise (Digital Education

Council, 2025) [34]. The first four are general and apply to everyone. The
fifth is specific to a person's subject or profession. Each dimension runs

across three levels. Critical thinking and judgement, for example, moves
from questioning AI output, to evaluating it, to challenging it.

Two features stand out. The split between general and domain literacy

is something most other frameworks leave out. And DEC sets different
target profiles for staff and students: faculty are expected to reach level 2

across the general dimensions, students a level 1 baseline. The framework
was built with universities in mind, and its domain dimension needs real

translation work before it fits a primary classroom, where a teacher's "do-
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main" is as much child development as any single subject (Penfold, 2026)
[150].

European Commission and OECD: the AILit Framework

The AILit Framework, finalised in 2026 after a 2025 draft, organises AI

literacy into four domains: Engage with AI, Create with AI, Manage AI
and Shape AI (European Commission & OECD, 2026) [43]. Each compet-

ence combines knowledge, skills and attitudes, and the domains are
presented in sequence to suggest a possible learning path. It is aimed at

primary and secondary education, is designed to work across subjects, and
contributes directly to the PISA 2029 assessment. Its inclusion of Shape
AI, which covers understanding how AI systems are designed and how so-

ciety can influence them, makes it the framework most willing to treat
young people as future builders and governors of AI, not just users.

OECD PISA 2029: literacy as something measured

The PISA 2029 Media and Artificial Intelligence Literacy (MAIL) frame-

work is the first attempt to measure AI and media literacy among 15-year-
olds at international scale. Its first draft, dated January 2026, defines

MAIL as the competences needed to engage effectively, ethically and re-
sponsibly with digital content, media platforms and AI systems (OECD,

2026) [91]. It names five competences: access and use; analyse and evalu-
ate; participate and collaborate; create; and reflect and act ethically and
responsibly. The last of these sits beneath the others rather than alongside

them. Tasks are set in five contexts: relationships, learning, entertainment,
persuasion and citizenship.

What makes MAIL distinctive is its format. The example task places
students in a simulated desktop, with a chat tool, browser and search en-

gine, and asks them to verify a news story before publication, with sources
of varying credibility. That's assessment of performance, not of recall. The
OECD is explicit that the draft will change after piloting and a field trial

(Penfold, 2026) [157].
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Council of Europe: protecting social agency

The Council of Europe's recommendation to its 46 member states, adop-
ted on 2 September 2026, sets out a three-dimensional model: a human

dimension, a technological dimension and a practical dimension (Council
of Europe, 2026) [27]. It singles out the human dimension, covering eth-

ics, psychology, culture and impact on human rights, democracy and the
rule of law, as deserving particular attention. It is blunt that AI systems
"do not think, understand, reason or learn in the way humans do", and that

people should not hand over their agency, judgement or responsibility to
them.

It frames the purpose of AI literacy as protecting social agency, the ca-
pacity to act autonomously and meaningfully in society. It asks for AI lit-

eracy to be woven across civics, digital and media literacy and STEM
rather than taught as a separate subject, and for honest communication
with learners and families about when AI is being used in their education.

Like all Committee of Ministers recommendations, it isn't legally binding
(Penfold, 2026) [130].

At a glance

UNESCO students (2024) [185]: 4 dimensions and 12 competencies;

progression through understand, apply and create; distinctive for its
human-centred mindset and AI system design.

DEC (2025) [34]: 5 dimensions; 3 levels, with different targets for staff
and students; distinctive for general plus domain-specific literacy.

EC–OECD AILit (2026) [43]: 4 domains and 19 competences; do-
mains presented as a sequence; distinctive for shaping AI and for com-

bining knowledge, skills and attitudes.

OECD PISA 2029 MAIL (draft, 2026) [91]: 5 competences and 5 con-

texts; a single age group (15); distinctive for performance-based, simu-
lated tasks.

Council of Europe (2026) [27]: 3 dimensions; progression not spe-
cified; distinctive for the human dimension, social agency and cross-

curricular teaching.
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Figure: The five frameworks compared in Chapter 19.
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CHAPTER 20

Four points of agreement, five real
differences

Where the frameworks agree

Figure: Where the frameworks agree.

Despite different origins, the frameworks converge on four elements.

Understanding how AI works. Every framework includes a technical or

conceptual strand: how data, models and outputs relate, and what the
limits of probabilistic systems are. None of them treats this as optional.

Critical evaluation of outputs. Every framework asks learners to judge
what AI produces rather than accept it. DEC makes this a dimension of

its own. MAIL builds half of its assessment time around analysing,
evaluating and creating.
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Ethical and responsible use. Every framework includes ethics, covering
fairness, privacy, transparency and harm. In MAIL and the Council of

Europe model, ethics is a layer that runs beneath everything else, not a
separate topic.

Human judgement and agency. Every framework insists, in different
words, that people stay in charge: UNESCO's human-centred mindset,

DEC's human-centricity, the Council of Europe's social agency, AILit's
attention to attitudes and to shaping AI.

The practical implication is reassuring. A school that builds its AI literacy
work around these four elements will be well aligned with all of the major

frameworks, whichever it eventually adopts.

Where they differ

The differences matter more for curriculum design than the agreements
do.

How much weight goes on the human dimension. The Council of
Europe gives the human dimension priority. Most school practice does
the opposite, concentrating on tool use, prompting and spotting deep-

fakes, which the recommendation would place in the practical dimension
(Penfold, 2026) [130]. A curriculum that starts and ends with tool training

has covered the easiest third and skipped the two parts that matter more.
Whether learners create and shape AI. UNESCO's AI system design di-

mension and AILit's Shape AI domain treat learners as potential designers
of AI and citizens who can influence it. DEC and the Council of Europe

say much less about this. The difference reflects a real choice about
whether AI literacy is a form of consumer protection or a form of
participation.

General or domain-specific literacy. DEC alone separates general liter-
acy from domain expertise. This matters because AI literacy looks differ-

ent for a historian, a nurse and a primary teacher, even when the underly-
ing judgement and ethics are the same. The other frameworks assume

general literacy is enough, or leave subject application to teachers.
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Figure: Five real differences between the frameworks.

How literacy develops with age. UNESCO and DEC describe levels, and

AILit suggests a sequence, but none sets out a full developmental progres-
sion from early childhood to adulthood. National policy has moved faster

here. China's plans tier AI education by age, with younger children experi-
encing AI in class and older students working up to creative projects with

advanced tools (Bloomberg, 2026 [16]; Penfold, 2026 [109]). That's a
claim about what AI literacy is at each stage, not just a rollout timetable.

Whether choosing not to use AI is a competence. The frameworks

mostly describe competence as the ability to use AI well. An emerging
strand of practice argues that the ability to decide not to use AI, for good

reasons, should be named as a competence too. Teachers and school lead-
ers at a 2026 UNESCO and European Union workshop made this case for
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teachers specifically (Penfold, 2026) [126]. A teacher who keeps a chatbot
out of a writing unit because it would undermine the thinking she's trying

to build is showing exactly the judgement AI literacy is meant to produce.
Systems that measure success only by adoption can't tell her apart from

someone who has been left behind.
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CHAPTER 21

China, Boston and New York City

Three policies from 2026 show how differently school systems have acted

on the same broad idea.

China: national mandate, tiered by age

China's Ministry of Education set out its approach in a 2024 notice aim-
ing to make AI education "basically universal" in primary and secondary

schools by 2030, tiered so that younger pupils experience AI while older
students work towards creative projects with advanced tools (Ministry of
Education of the People's Republic of China, 2024) [73]. Beijing intro-

duced compulsory AI lessons in primary and middle schools from autumn
2025 (NPR, 2026) [83], and in June 2026 the State Council issued a five-

year plan to promote AI education throughout all stages of education
(Bloomberg, 2026) [16].

The design is tiered by age and sits inside long-term planning. Its
strength is coherence and scale. Its risk is speed: a mandate that runs
ahead of settled pedagogy and trained teachers can produce box-ticking

lessons rather than real judgement (Penfold, 2026) [109].

Boston: literacy for every high school graduate

Boston Public Schools launched an AI literacy programme in its high
schools in September 2026, in partnership with the University of

Massachusetts Boston, with teachers from each high school trained as AI
ambassadors and district benchmarks for grades 7 to 12 under develop-

ment (WBUR, 2026) [198]. It was widely reported as making AI fluency a
graduation requirement, though the district's own framing has been closer

to a proficiency goal for every graduate. The curriculum covers how AI
systems work, their limits and biases, how to verify their outputs, and how



85

to use AI as a thinking tool rather than an answer machine (Penfold,
2026) [106].

New York City: a pause for younger learners

In September 2026, New York City announced a one-year moratorium on

student-facing generative AI from kindergarten to grade 8, roughly
600,000 pupils, after two years of encouraging classroom use (CNN, 2026

[24]; StateScoop, 2026 [176]). Companion chatbots were barred at every
grade. Teachers could still use AI for planning and administration but not

for grading. A limited number of supervised high school pilots continued,
alongside new mandatory AI critical-thinking courses, and a named coali-
tion was given a year to review the evidence (Penfold, 2026) [103].

Figure: China, Boston and New York City (Chapter 21).

What the three share

On the surface, these look like opposites: one system mandating, one re-
quiring, one pausing. Underneath, they share more than it seems. All three
treat critical evaluation and human judgement as the core of AI literacy.

All three, in different ways, set the age at which students should use AI
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directly. And all three face the same two problems, which no framework
solves on its own.
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CHAPTER 22

What the definitions leave out, and a model
for schools

Teacher capacity

Every policy depends on teachers who are themselves AI literate, and the

data suggests most are not yet. The survey evidence in Chapter 18 points
to the same gap: students' use is near universal, but confidence in teachers'
ability to guide it is low, and policy is often invisible to the people meant

to carry it out (Digital Education Council, 2026 [36]; Stanford HAI, 2026
[175]). China's attention to teacher standards, Boston's ambassador model

and DEC's higher target level for staff than students are all attempts to ad-
dress this. Teacher capacity is better treated as the first stage of any AI lit-

eracy programme, not a parallel workstream. You can't teach a child to
weigh up something you're avoiding yourself (Penfold, 2026) [120]. Part
Seven takes this up.

Assessment that measures doing, not knowing

The hardest question for any AI literacy requirement is how to tell a stu-

dent who can verify a convincing AI answer from one who can only de-
scribe verification. A multiple-choice question on hallucinations tests

whether a student can define one, not what they'll do when a fluent, con-
fident, wrong answer appears. This question was put directly in response

to Boston's announcement, because a credential is only useful if employ-
ers can trust it (Penfold, 2026) [106].

The strongest existing basis for an answer comes from outside AI.

Wineburg and McGrew's (2019) [200] research on how professional fact-
checkers evaluate online information found that experts leave a page al-

most immediately to check who is behind it and what other sources say, a
practice they call lateral reading. Unlike general advice to "think critically",
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this is a specific, teachable and testable method. PISA 2029's simulated
verification task follows the same logic.

Performance-based tasks of this kind can be built for any subject.
Students are given a fluent AI-generated text containing a fabricated cita-

tion, a distorted statistic, an unsupported causal claim and one accurate
claim, and must decide what to trust. I've developed one such teaching

prototype (Penfold, 2026) [106]. It isn't a validated instrument, but it
shows what the shift from describing a skill to practising it looks like.

Figure: A performance-based verification task (Chapter 22).

A synthesis model

Drawing the frameworks and policies together, I propose that a school AI

literacy programme needs five strands, a developmental progression, and
assessment that matches each strand.

Understand. How AI systems work, what data they depend on, and

what they are not. (Roots: all five frameworks.)

Evaluate. Question, verify and challenge AI outputs using methods

such as lateral reading. (Roots: all five; DEC and MAIL especially.)

Use well. Apply AI to real tasks in a subject or field, including knowing

when it helps learning and when it doesn't. (Roots: DEC domain ex-
pertise; AILit Engage and Create.)
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Act ethically. Fairness, privacy, transparency, accountability, and hon-
esty about use. (Roots: all five; the Council of Europe's human

dimension.)

Decide and shape. Keep human agency: choose when not to use AI,
and understand how society can shape AI. (Roots: the Council of
Europe's social agency; AILit Shape; UNESCO system design.)

Figure: The five strands of the synthesis model (Chapter 22).

Three design principles follow.
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Stage by development, not by when the software arrived. Younger chil-
dren should experience and question AI with an adult, while older stu-

dents can build and create with it. China's tiered model and New York
City's age-based pause both reflect this, from opposite directions.

Weave it through subjects. The Council of Europe and AILit both fa-
vour cross-curricular integration. Evaluation and ethics belong in his-

tory, science and English as much as in computing.

Assess performance. Use tasks that require students to verify, judge

and decide, not just define.

What to do

For curriculum designers. Build around the four elements on which every
framework agrees, then make explicit choices on the five areas where they

differ. Hold the curriculum loosely: the PISA framework is still a draft,
and systems that build too tightly around today's version may need to re-

build after 2029 (Penfold, 2026) [157].
For school leaders. Start with teachers. Audit staff and student literacy

against a named framework rather than guessing from anecdote. Give

teachers room for a well-reasoned "no", and measure judgement rather
than adoption. Whatever you decide about classroom AI, name who re-

views the evidence and when, and tell your community (Penfold, 2026)
[103].

For assessment bodies and credentialing systems. If AI literacy be-
comes a requirement for graduation or certification, invest in perform-

ance-based assessment before scaling the requirement. A credential that
measures knowledge about verification won't tell employers what they
need to know.

What this part can't tell you

This analysis covers frameworks and policies published in English or re-

ported in English-language sources, and it draws on a newsletter series
that selected topics for their relevance to school leaders, not through a

systematic search. The PISA framework is a draft and will change. The
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status of Boston's requirement was still being settled at the time of writ-
ing, and reports of China's plans rely partly on secondary coverage. These

policies are moving quickly, and some of what is described here may
already have been revised. Finally, I work in school leadership and cur-

riculum design, which shapes the questions I ask.

A closing thought

The international effort to define AI literacy has been more successful
than it might appear. The major frameworks agree on what matters most:

understanding the technology, evaluating what it produces, using it ethic-
ally and keeping human judgement in charge. Their differences, on the
human dimension, on creation, on domain knowledge, on development

and on the right to say no, are real choices that schools should make delib-
erately rather than by default. The harder problems now lie outside the

definitions, in teachers who are confident enough to teach AI literacy and
in assessment that can tell knowing from doing.
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THINK IT THROUGH

Reflect.

Which of the five strands is weakest in your setting, and why?

Where do you think teachers should have room for a well-reasoned 'no'?

How would you tell the difference between a student who knows about veri-
fication and one who can do it?

Self-check. How far is each of these true where you work: not yet, partly,

mostly or fully?

Understand: students learn how AI systems work, what data they depend on
and what they are not.

Evaluate: students practise questioning and verifying AI output, for example
by lateral reading.

Use well: students apply AI to real tasks in a subject, including knowing
when it does not help learning.

Act ethically: fairness, privacy, transparency and honesty about use are

taught and discussed.

Decide and shape: students are free to choose not to use AI and understand

how society can shape it.

The online edition has an interactive coach for each part, with a scenario,

scored feedback and questions answered from the text.



PART FIVE

When the Artefact Is No
Longer Evidence
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Based on the paper "When the Artefact Is No Longer Evidence: Assessment
Validity and Academic Integrity in the Age of Generative AI" by Paul Penfold
(Proceedings of Future Science Archives, 2026).

Part Four asked what young people should be able to do with AI. This
part asks how we would ever know. It looks at why the essay and the take-

home task have stopped working as proof, why detection can't repair
them, and what schools can build in their place.
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CHAPTER 23

The quiet assumption behind most
assessment

A lot of school assessment rests on an assumption nobody says out loud:

that producing the work proves you can do the thinking. Write the essay
and you must have understood the argument. Solve the problems at home

and you must have grasped the method. For a long time the assumption
held, because producing the work required the thinking. It no longer does.

This is often described as a cheating crisis, and the first reflex of many
institutions has been to reach for detectors, bans and locked-down condi-
tions. I think the reflex misreads the problem. The essay was always a

proxy for the understanding behind it. If AI can now produce the proxy
without the understanding, the proxy has stopped working, and no

amount of policing will bring it back. The more useful question, put
plainly by Dawson and colleagues (2024) [31], is about validity rather

than cheating: does this assessment still let us make a trustworthy judge-
ment about what a learner knows and can do?

Three questions guide this part:

What does the evidence say about how students use AI in assessed

work, and how teachers see it?

Why is detection an inadequate response?

What assessment designs give more trustworthy evidence, and what

are their risks?

Where the material comes from

This is a practitioner-informed synthesis. Its starting point is a set of
newsletter articles on assessment and integrity that I wrote for school
leaders between June and October 2026 (Penfold, 2026) [113, 128, 159,
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105, 96, 114]. They include accounts of assessment redesign at an inter-
national school in Chiang Mai, Thailand, where I worked, and summaries

of reports from UNESCO, the OECD and the World Economic Forum.
For this book I went back to the primary sources and checked them, and

corrected figures where the newsletters had misreported them. The school
practice is described as I reported it. It hasn't been independently

evaluated.
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CHAPTER 24

How big is the problem?

How students use AI

Figure: Student use of AI and teachers' views (Chapter 24).

Anthropic analysed 574,740 anonymised student conversations with its
Claude model. Nearly half, about 47%, were "direct" conversations, in

which the student sought an answer or finished content with minimal en-
gagement. Some students explicitly asked for help avoiding plagiarism de-
tection (Anthropic, 2025) [6]. Not all direct use is dishonest. But the pat-

tern shows how easily assessed work can now be produced without the
thinking it is meant to evidence.
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How teachers see it

A nationally representative NPR/Ipsos poll of 545 US K–12 teachers,
published in June 2026, found that 54% believed AI makes it harder for

students to learn critical thinking skills, and 55% thought it was mostly a
shortcut for avoiding work. Nearly six in ten said AI was eroding trust

between students and teachers. About four in ten had responded by re-
quiring more work to be done by hand, and four in ten by requiring more
work to be done in class. Among teachers whose school provided AI soft-

ware, only 35% said there was a formal policy on teacher use (NPR, 2026)
[84]. Teachers are already redesigning assessment, mostly on their own

and without guidance.

From shortcuts to automation

In February 2026, a tool called Einstein was released that could log into
the Canvas learning platform, watch lectures, write essays and submit

coursework from start to finish (Inside Higher Ed, 2026) [56]. Cease-and-
desist letters took it offline within weeks, but Canvas's owner then
launched its own agentic AI feature, framed as support for teaching

(Inside Higher Ed, 2026) [57].

Figure: The classroom AI doom loop (Chapter 24).
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David Ross, writing in UNESCO's collection The algorithm in the room,
describes where this leads: the "classroom AI doom loop". A teacher uses

AI to write a prompt, a student uses AI to answer it, a third tool disguises
the answer, a fourth grades it, and no human reads anything a human

wrote (UNESCO, 2026 [189]; Penfold, 2026 [128]). Nobody designs the
loop. Each step is a reasonable shortcut for a stretched teacher or student,

which is why it's so hard to stop.
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CHAPTER 25

Why detection is the wrong answer

Detectors are unreliable

Weber-Wulff and colleagues (2023) [199] tested fourteen AI detection
tools, including commercial products, and concluded that they were

neither accurate nor reliable. Accuracy fell further when AI-generated text
had been lightly edited or paraphrased, which is exactly what a student

trying to avoid detection would do. A detector whose result can be
changed by a paraphrasing tool can't carry the weight of a misconduct

finding.

Detectors are biased

Liang and colleagues (2023) [68] found that GPT detectors consistently
misclassified writing by non-native English speakers as AI-generated,
while classifying writing by native speakers correctly. The likely reason is

that detectors treat simpler, more predictable language as a sign of ma-
chine authorship, and second-language writers often write that way. For

international and multilingual schools, this turns a technical weakness
into an equity and safeguarding problem. An integrity policy that rests on

detection will fall hardest on the students with the least power to contest
it (Penfold, 2026) [159]. Part Ten comes back to what this means for

fairness.

Surveillance damages the relationship it's meant to protect

The World Economic Forum's 2026 report on education readiness for AI
warns that monitoring tools risk turning the student–teacher relationship
from one built on trust and development into one premised on monitor-

ing and suspicion (World Economic Forum, 2026 [205]; Penfold, 2026
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[105]). Answering a trust problem with surveillance moves the trust prob-
lem somewhere else. It doesn't solve it.

Figure: Three problems with AI detection (Chapter 25).
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CHAPTER 26

From integrity to validity

Grades as a social contract

Figure: Cheating versus validity (Chapter 26).

The same WEF report reframes academic integrity as being clear about
what students did themselves, what AI helped with, and whether the as-

signment still lines up with its intended learning outcome. It describes
grades as a kind of social contract: institutions attest that a grade reflects

real understanding, and employers, universities and the public act on that
attestation. When the contract breaks, the damage spreads beyond the

classroom to employer confidence and belief in merit (World Economic
Forum, 2026) [205].
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A different question

Dawson and colleagues (2024) [31] argue that the focus on cheating has
distracted from the more important question of validity: whether assess-

ment supports sound judgements about student capability. A cheating-fo-
cused response asks how to catch students. A validity-focused response

asks what evidence a task produces and whether that evidence can be
trusted.

Australia's higher education regulator took a similar line in guidance

commissioned in 2023, arguing that trustworthy judgements about learn-
ing in a time of AI need multiple, inclusive and contextualised approaches

to assessment rather than a single secure point of measurement (Lodge et
al., 2023) [70].

What the learning research adds

The learning research makes the same point from another side. Chapter

10 describes a field experiment with nearly a thousand high school math-
ematics students, in which those who practised with an unrestricted chat-
bot performed far better during practice but worse than a no-AI control

group on an exam taken without it (Bastani et al., 2025) [11]. Their prac-
tice scores were real, but they weren't valid evidence of what the students

could do alone. Any assessment that measures performance with AI avail-
able, without also checking what the learner can do without it, risks re-

cording the tool's capability as the student's.

The single sitting is fragile too

The 2026 examination season showed that the problem isn't only course-
work. In Mexico, around 58,000 applicants to the national university had
to retake an entrance exam, held online for the first time, after abnormally

high marks raised suspicions of widespread cheating (CNN, 2026 [25];
Solomon & Holmes, 2026 [171]). In Portugal, errors in a newly digitised

exam marking system set off a political crisis. In India, a paper leak in a
national medical entrance examination led to mass protests and the resig-

nation of the education minister. Thomas Lancaster of Imperial College
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London described how cheating has moved from hidden notes to
earpieces, hidden cameras and AI tools that supply answers in real time

(Solomon & Holmes, 2026) [171].
Denmark responded by requiring upper secondary students to give an

oral defence of their written essays from the new school year. The aca-
demic integrity researcher Sarah Eaton argued that, because AI can gener-

ate a perfect essay in seconds, the essay is no longer a viable way to
demonstrate learning and should be allowed to "die with dignity"

(Solomon & Holmes, 2026) [171]. Her wider point is that when one exam-
ination decides a young person's future, the pressure on students and the
incentive to cheat both become extreme.

Figure: Examination problems in 2026 and Denmark's response (Chapter 26).

The lesson for school systems is that a single sitting at the end of a course
is now a weak point in its own right, exposed to leaks, marking errors and

real-time AI. Spreading the evidence of learning across time, and across
different kinds of task, makes the overall judgement more robust (Penfold,

2026) [96].
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CHAPTER 27

What schools can build, and the risks of
building it

Six moves from one school

Figure: Six assessment moves from one school (Chapter 27).
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Figure: Four prompts for a conversation (Chapter 27).

At the international school in Chiang Mai described in my newsletters,
secondary teachers adopted six assessment moves across subjects

(Penfold, 2026) [113]. None makes cheating impossible. The aim is to
make honest work the easier path, and to require anyone faking it to keep
up the deception across several kinds of evidence.

Process portfolios. Learners submit planning notes, an annotated draft

with teacher feedback, and a short reflection with the final piece, and
the package is graded as a whole. In Year 10 English, the finished essay

arrives with a visible history.

Supervised components. Research happens at home, but the assessed

section is written in class where a teacher can see it happen. In Year 9
History, sources were gathered across a week and the analysis written

in a protected lesson.

Personal and local reflection. Questions that only make sense if the

learner was there, such as explaining how a soil test the class ran sup-
ported or contradicted a hypothesis. No AI attended that lesson.
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Oral defence. A short recorded viva in which learners explain their
choices and answer follow-up questions, built into normal assessment

so it doesn't feel like an extra hurdle. Year 11 science investigations in-
cluded a five-minute viva on method and results.

Iterative feedback. A draft is marked and the learner must fix specific,
named weaknesses in the next version.

Named-source constraints. Tasks are limited to sources the teacher
provides, framed in a way a general model hasn't seen: "Using only

Sources A, B and C from our lesson pack, evaluate…"

Conversations, not accusations

When a teacher suspects that AI wrote a piece of work, the school's ap-
proach was a conversation rather than an accusation. The conversation

finds out what the learner understands, and is useful as feedback either
way (Penfold, 2026) [113]. Four prompts do most of the work: "Talk me

through how you structured this"; "What was the hardest part of this?";
"Put this sentence into your own words"; and, if needed, "Write the next
paragraph now, on a related point, in the same style." The teacher keeps a

brief note. One conversation is formative. A documented pattern is
evidence.

Learners as producers

A further approach turns students from consumers of assessment into

producers of learning materials. In a Year 10 co-creation model, students
wrote concept chapters from the examination specification, built their

own banks of exam-style questions and produced podcasts and infograph-
ics, all checked by their teacher against the syllabus (Penfold, 2026) [96].

This draws on the protégé effect: learners who prepare to teach material
tend to work harder to understand it than learners who prepare only to be
tested (Chase et al., 2009) [22]. It also leaves a running record of under-

standing that is hard to fake.
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Old practice, newly relevant

None of this is new. Vocational and professional education has long relied
on work-based and practical assessment, in which competence is observed

in a real setting rather than inferred from a written product. Early-years
traditions such as Reggio Emilia have long treated documentation of a

child's thinking as evidence of learning. What AI has changed is that these
approaches now matter in every subject, not just those where perform-
ance was always the point (Penfold, 2026) [114].

Equity and cultural risks

Moving away from written products isn't risk-free, and schools shouldn't

assume the alternatives are fairer by default.
Oral and in-person assessment can disadvantage some learners.

Students who are anxious, who are working in a second language, or who
have speech, language or processing needs may show less of what they

know in a viva than in writing. Oral defence needs preparation time, fa-
miliar formats and reasonable adjustments, and should sit alongside other
evidence rather than replace it.

Figure: Equity and cultural risks (Chapter 27).



109

Assessment that rewards polish may reward sameness. Doshi and Hauser
(2024) [38] found that generative AI raised the quality of individual cre-

ative writing while reducing the diversity of what a group produced.
Agarwal and colleagues (2025) [3] found that AI writing suggestions

nudged writers towards Western styles and reduced cultural nuance.
Rubrics that reward fluency and finish may end up rewarding the voice of

the model rather than the voice of the learner, so criteria may need to give
more weight to originality, local knowledge and the learner's own reason-

ing (Penfold, 2026) [114]. Chapter 48 returns to this in the context of
language and culture.

Unequal AI literacy creates unequal integrity risk. The WEF report

notes that AI can give every student the kind of tutoring once available
only to wealthier families, but that the line between getting help and out-

sourcing work is unclear, and students with less AI literacy are more likely
to cross it without realising (World Economic Forum, 2026) [205]. Clear,

task-by-task guidance on acceptable use is an equity measure as well as an
integrity one.

An evidence chain

Drawing these threads together, I propose that every significant assess-
ment task should be able to answer five questions. Together they form an

evidence chain from purpose to judgement.

Purpose. What capability is this task meant to show? (Weighing histor-
ical evidence, say, not producing a tidy essay.)

AI role. Is AI excluded, allowed for support, or part of the task, and is
that clear to learners? (AI allowed for feedback on a draft, not for the

final analysis.)

Process evidence. What evidence of the learner's thinking will exist be-

sides the final product? (Planning notes, an annotated draft, a
reflection.)

Human judgement. Where does a teacher who knows the learner see
the work and make a judgement? (A short viva or conversation on key

choices.)
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Fairness. Who might this design disadvantage, and how is that man-
aged? (Preparation time and adjustments for second-language

learners.)

Figure: The five-question evidence chain (Chapter 27).

The framework doesn't ask whether a task is "AI-proof ". No task is. It asks
whether the task produces enough trustworthy evidence, from enough

sources, for a teacher to make a sound judgement. It also gives schools a
way to trace an assignment from the moment it's set to the moment it's

graded, and mark every point where a human looks at the work. That's the
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most direct test of whether a doom loop is already running (Penfold,
2026) [128].

What to do

For teachers. Decide what each task is for before deciding the AI rule.

Sequence work so learners attempt first and bring AI in second. Keep a
regular task done without tools, so you can see what learners can do alone.

Treat suspected AI use as a conversation about understanding.
For school leaders. Don't build an integrity policy on detection tools,

and review any existing use of them for bias against multilingual learners.
Map the assessment pipeline and find where human judgement happens.
Give teachers time and guidance to redesign tasks, and agree acceptable

use with learners and families task by task.
For examination boards and systems. Reduce reliance on a single high-

stakes sitting by combining it with evidence gathered over time. Build oral
and practical components with adjustments for learners who need them.

Invest in moderation of teacher judgement, since that judgement is be-
coming the main source of trustworthy evidence.

What this part can't tell you

The school practice here comes from my own account and hasn't been in-

dependently evaluated, so its effectiveness isn't established. The survey
and news sources reflect particular countries and moments. Some figures
in the original newsletters were corrected, and readers should rely on the

cited primary sources. Research on oral and process-based assessment in
the context of AI is still limited, especially in schools rather than

universities.

A closing thought

Generative AI hasn't created a new problem for assessment so much as ex-
posed an old one. Much school assessment measured production because

production was easy to mark and usually required thinking. That link has
gone. Detection tries to restore it by policing the product, and it fails, un-
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fairly. The better path is to ask what each task is meant to show, collect
evidence of the thinking as well as the product, and keep a teacher who

knows the learner at the point of judgement. The machine writing the es-
say may be the push schools needed to assess what they always claimed to

value.

THINK IT THROUGH

Reflect.

What is this task meant to show about a learner, in one sentence?

What would a teacher see in the learner's process, as well as the product?

Who might your current method disadvantage, and what is the smallest ad-

justment that would help?

Self-check. How far is each of these true where you work: not yet, partly,
mostly or fully?

Purpose: the task states what it is meant to show, and why.

AI role: the brief says what AI use is allowed, task by task.

Process evidence: drafts, notes, a log or a reflection show how the work
came about.

Human judgement: a teacher who knows the learner weighs the evidence.

Fairness: the method works for every learner, including multilingual

learners and those who find oral formats hard.

The online edition has an interactive coach for each part, with a scenario,
scored feedback and questions answered from the text.



PART SIX

The Broken Bottom
Rung



114

Based on the paper "The Broken Bottom Rung: Entry-Level Work, Durable
Capability and What Schools Should Prepare Young People For" by Paul Penfold
(Proceedings of Future Science Archives, 2026).

Part Five asked how we can trust evidence of learning. This part turns
to what young people are learning for. It looks at what AI is doing to the

first rung of working life, why that matters to schools, and how education
might help rebuild it.
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CHAPTER 28

The place where people learn to work

Most of what we hear about AI and work points one way: fewer jobs,

smaller teams, doing more with less. The evidence is more varied than
that, and more useful to educators. AI doesn't affect all work equally. Its ef-

fects are showing up first in particular tasks, particular occupations and,
most importantly for schools, at a particular stage of working life.

Entry-level work has always been more than a job. It's how people learn

to do the job at all. Junior analysts learn which numbers to trust. New de-
velopers learn how systems break. Trainee lawyers learn how rules, dead-

lines and human judgement collide. That learning happens through
routine work: drafting, checking, summarising and tidying up. This is ex-

actly the layer of work that AI now does well (Penfold, 2026) [142].
Three questions guide this part:

What does recent evidence say about how AI is affecting work, espe-

cially entry-level work?

What does that mean for the skills and pathways schools should

prioritise?

How should schools prepare young people for a labour market whose

entry points are changing?

Where the material comes from

This part draws on newsletters on skills and the future of work that I
wrote for school leaders in 2026 (Penfold, 2026) [142, 125, 144, 99, 154,

132, 108, 143, 149]. They summarised reports from the World Economic
Forum, PwC, the International Labour Organization, the Digital
Education Council and others. I checked the figures against primary

sources and updated them where newer versions of a study had been re-
leased. The analysis uses the task-based approach to technological change
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in labour economics, which treats jobs as bundles of tasks, some of which
technology can perform and some of which it complements (Autor et al.,

2003) [10].

Figure: What entry-level work teaches (Chapter 28).
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CHAPTER 29

What the labour market is signalling

Skills are shifting quickly

Figure: Projected skill change to 2030 (World Economic Forum, 2025).
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Figure: Early-career employment in AI-exposed occupations (Chapter 29).

The World Economic Forum's Future of Jobs Report 2025, based on data
from more than 1,000 employers, projected that nearly 40% of the skills

required on the job will change by 2030, and that 63% of employers
already see the skills gap as the main barrier to transforming their busi-

nesses (World Economic Forum, 2025) [203]. Technology skills such as
AI, big data, and networks and cybersecurity were expected to grow fast-

est. Human skills such as analytical thinking, creative thinking, resilience,
flexibility and leadership stayed critical. The report projected 170 million

new jobs and 92 million displaced by 2030, a net gain of 78 million, with
significant growth in care and education roles as well as technology
(Penfold, 2026 [125], 2026 [144]).

The squeeze is on the young

The most striking evidence concerns early-career workers. Using payroll

data, Brynjolfsson, Chandar and Chen found that employment for work-
ers aged 22 to 25 in the most AI-exposed occupations fell relative to their

peers after generative AI became widespread, while older workers in the
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same occupations didn't see the same decline. Their August 2026 update
found employment for this group about 19% below where it would have

been had it kept pace with similarly aged workers in less exposed occupa-
tions, up from 15% a year earlier. The authors found no widespread, eco-

nomy-wide displacement (Brynjolfsson et al., 2026) [19]. Their estimates
have changed between versions of the study, so treat the exact percent-

ages with care and check the latest update.

Figure: Democratised and professionalised roles (PwC, 2026).

A 2026 report by the World Economic Forum and PwC found that more
than one in three young workers globally are in occupations with medium

to high exposure to AI-driven change in their tasks (World Economic
Forum & PwC, 2026 [207]; Penfold, 2026 [142]). Entry-level workers

surveyed by PwC said AI had made them more productive, but many also
said they were working longer because of it.

Exposure is not the same as job loss

The International Labour Organization warns against reading AI "expos-

ure" scores as forecasts of job losses. Exposure measures what AI could do
to a set of tasks, not whether firms will automate them or how work will
be reorganised. The ILO advises treating such measures as early warning

lights, to be read alongside real data on hiring, wages and job moves
(International Labour Organization, 2026 [58]; Penfold, 2026 [142]). It
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also notes that newer, AI-specific measures reverse an older assumption:
it's now higher-skilled cognitive work, in business, finance, computing and

education, that scores as most exposed.

Growth, and a premium for skill

Exposure hasn't meant shrinking. PwC's 2026 Global AI Jobs Barometer,
based on job advertisements across 27 countries, found that headcount at

the companies most exposed to AI grew by 52% from 2018 levels, com-
pared with 36% at the least exposed (PwC, 2026 [161]; Penfold, 2026

[99]). Workers with AI skills commanded an average wage premium of
62%, up from 57% the previous year, ranging from 16% in government to
118% in consumer markets.

Figure: Growth and the wage premium for AI skills (PwC, 2026).

PwC also identified two paths in the jobs AI reshapes. In "democratised"

roles, AI takes on the more skilled task and leaves the simpler one to a
person, and such roles tend to shrink and pay less. In "professionalised"

roles, AI takes the routine tasks and leaves the harder ones, such as inter-
viewing, negotiating and judging, and such roles tend to grow and pay

more (PwC, 2026) [161]. The jobs AI had reshaped also placed more
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weight on distinctly human capabilities such as empathy, judgement and
creativity (Penfold, 2026) [99].
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CHAPTER 30

The expertise paradox

The Digital Education Council analysed tasks across eleven job families. It

found that automation is densest in structured, rule-based work, while
banking and healthcare keep the largest share of human-led tasks because

accountability creates a ceiling: when someone must answer for a de-
cision, a person stays in the loop (Digital Education Council, 2026 [37];
Penfold, 2026 [154]).

Its most important finding for education is what I call the expertise
paradox: AI increases the value of expertise while making it harder to

build.
The people best placed to judge where and how AI should be used are

those with deep domain knowledge, and that knowledge has traditionally
come from doing the entry-level work AI is now absorbing. If firms auto-

mate the routine layer and stop training juniors, they may look more effi-
cient this year and find in a decade that no one understands how the work
really behaves (Penfold, 2026) [142].

The Council also found that the management skills of coordinating,
overseeing and evaluating work, which people used to grow into over

years, are becoming early-career skills. A junior employee working along-
side AI has to manage its output from the first day (Penfold, 2026) [154].

Some employers are choosing to protect the pipeline. The WEF and
PwC framework argues that entry-level hiring should be a deliberate part
of workforce planning, not a cost to cut when AI makes it look easy

(World Economic Forum & PwC, 2026) [207]. For education, the implica-
tion is direct: if workplaces provide fewer routine learning opportunities,

schools and universities will need to provide more authentic ones.
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Figure: The expertise paradox (Chapter 30).
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CHAPTER 31

Credentials, caring work and a three-layer
model

The weakening signal

Figure: The three-layer model of preparation (Chapter 31).

Spence's (1973) [173] account of job market signalling explains why cre-

dentials carry value: they let employers infer qualities they can't observe
directly. That only works while employers and graduates broadly agree on
what a credential represents. The WEF's 2026 education readiness report
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notes growing scepticism that academic credentials lead to economic op-
portunity, as skills change faster than qualification frameworks can track

(World Economic Forum, 2026 [205]; Penfold, 2026 [132]). Goldin and
Katz's (2008) [50] history of the "race between education and technology"

shows that inequality widens whenever education falls behind technolo-
gical change.

Rapid restructuring

Some systems are responding at scale. Between 2021 and 2025, Chinese

universities revoked or suspended 12,200 undergraduate degree pro-
grammes and introduced 10,200 new ones. The cuts were concentrated in
arts, humanities, foreign languages and management, and the new pro-

grammes were aligned with national development goals, including AI
(South China Morning Post, 2026 [172]; Penfold, 2026 [108]). The scale

is unmatched elsewhere, and so are the risks: fields whose value doesn't
show up in employment statistics may be lost. But the underlying discip-

line of auditing what is taught against what the world now needs is one
that other systems could borrow at their own pace.

Figure: Degree programmes cut and added in China, 2021 to 2025.
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Caring and vocational work

The WEF projects significant growth in care roles such as nursing, as well
as in education roles (World Economic Forum, 2025) [203]. As machines

take over routine tasks, the work that remains leans harder on what ma-
chines can't do, and caring for another person is near the top of that list.

Yet schools often steer their highest-achieving students towards academic
routes and treat caring and vocational pathways as a fallback (Penfold,
2026) [143]. That's a moral mistake and, increasingly, an economic one.

Writers in UNESCO's collection make a parallel point about vocational
education: craftsmanship rests on judgement developed through the

hands over years, which AI can support but not shortcut (Haarsbjerg,
2026 [55]; Penfold, 2026 [149]).

A three-layer model of preparation

Drawing these strands together, I propose that schools prepare young

people in three layers. Each is necessary, and none is enough alone.

Layer 1: durable human capabilities. Analytical and creative thinking,
adaptability, learning to learn, communication, collaboration and care.
These don't expire with a particular tool, and employers consistently

rank them highly (World Economic Forum, 2025) [203]. Schools often
claim to value them while their timetables and assessments still reward

content recall (Penfold, 2026) [125].

Layer 2: AI fluency, centred on supervision. Not "learn to code" or

"learn to prompt", both of which date quickly, but the ability to use AI
tools, understand their limits, check their output and know when to

override them. This is the early-career management skill that the
Digital Education Council describes, and it depends on Layer 3

(Penfold, 2026 [142], 2026 [154]).

Layer 3: domain expertise built through authentic work. Real know-

ledge of a field, developed through tasks with real stakes: employer-
linked projects, apprenticeships, work placements, community projects

and co-operative education. If the workplace's bottom rung is weaken-
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ing, education needs to rebuild some of it, because judgement is built
in real settings (Penfold, 2026 [142], 2026 [144]).

The layers depend on each other. AI fluency without domain expertise

produces people who can operate tools but can't tell when they're wrong.
Domain expertise without AI fluency produces people who can't work at
the pace of their field. Both depend on durable capabilities that let a per-

son keep learning as the tools and the market change.

What to do

For school leaders. Audit where the curriculum still rewards recall over
reasoning, and give teachers time to teach durable capabilities explicitly.

Build live links with employers through projects, mentoring and place-
ments, especially for students without family networks, who depend most

on school to build the bridge to work (Penfold, 2026) [144]. Present
caring and vocational pathways as ambitious choices, not consolation
prizes.

For curriculum designers and universities. Teach AI fluency as supervi-
sion and verification within subjects, not as a standalone tool course.

Review programmes regularly against what graduates now need, with care
not to discard fields whose value isn't captured by employment data.

For employers and policymakers. Treat entry-level hiring and training
as an investment in the future workforce, not a cost to automate away.
Recognise evidence of capability, such as portfolios and observed work,

alongside traditional credentials.

What this part can't tell you

Much of the evidence comes from the United States and from advanced
economies. Exposure measures describe potential task change, not out-

comes. The strongest evidence on young workers comes from a single, re-
peatedly updated study using payroll data, and its estimates have changed

between versions. Several figures in the original newsletters were updated
or omitted where primary sources couldn't confirm them. The three-layer

model is a synthesis and hasn't been tested empirically.
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A closing thought

AI isn't simply taking jobs. It's changing which tasks people do, and it's do-
ing so first at the point where people have always learned to work. That

creates an expertise paradox: deep judgement is worth more than ever,
while the routine work that built it is disappearing. Schools can't solve

that alone, but they can stop preparing young people to compete with ma-
chines at the tasks machines do best. The better preparation is to build
durable human capabilities, teach young people to supervise and check AI

rather than defer to it, and give them real experience of work in which
judgement is formed. That's a different education from one built around

content recall, and it's closer to what schools have always said they value.

THINK IT THROUGH

Reflect.

Where in your setting do students make real judgements with real stakes?

Which students depend most on school to build the bridge to work, and
what do they currently get?

What would you say to a student worried about the entry-level jobs in their
chosen field?

Self-check. How far is each of these true where you work: not yet, partly,
mostly or fully?

Our curriculum and assessment reward reasoning and learning to learn, not
only recall.

We teach AI fluency as checking and supervising output, within subjects.

Students have regular contact with real work through projects, mentoring
or placements.

Students without family networks are given the bridge to employers.

Caring and vocational pathways are presented as ambitious choices.

The online edition has an interactive coach for each part, with a scenario,
scored feedback and questions answered from the text.



PART SEVEN

Teachers at the Centre
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Based on the paper "Teachers at the Centre: Closing the Teacher AI Gap through
Professional Learning, Time and Agency" by Paul Penfold (Proceedings of Future
Science Archives, 2026).

Part Six looked at what young people are preparing for. This part looks
at the adults who prepare them. It argues that the gap between students'

use of AI and teachers' confidence with it is the main bottleneck for
everything else schools hope to do.
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CHAPTER 32

A mismatch at the heart of school AI

There's a mismatch in how schools are handling AI. Students use it con-

stantly. Teachers, on average, use it less, feel less confident with it, and
have had little support to learn it. Yet teachers are the people schools rely

on to help young people use AI well.
That matters because the most important AI skill for students isn't op-

erating the tools, which they already do, but judging what the tools pro-

duce. Students are confident users and often poor critics: they trust out-
put they should question and rarely check it. The only people in a position

to teach that judgement are the adults in the room, and a teacher can't eas-
ily teach students to think critically about a tool they avoid themselves

(Penfold, 2026) [158].
This part treats the teacher AI gap as the central constraint on AI in

schools. Three questions guide it:

How large is the gap between students' and teachers' use of and confid-
ence with AI, and what causes it?

What can AI realistically offer teachers, and what should happen to the
time it saves?

What kind of professional learning, and what conditions of agency,
close the gap?

Where the material comes from

This part draws on newsletters on teacher development that I wrote for

school leaders in 2026 (Penfold, 2026) [104, 134, 110, 126, 158], includ-
ing summaries of the World Economic Forum's report on education readi-
ness for AI. I read them alongside international survey data on teachers

and AI, trial evidence on teacher workload, and research on effective pro-
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fessional development. I checked the figures from the newsletters against
their original sources and corrected them where they differed.
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CHAPTER 33

How big is the gap?

Students are already there

Students' use of AI is near universal in many systems. A 2026 global sur-
vey of more than 45,000 students and staff in higher education found

that 88% of students used AI, but only 29% believed their instructors
were equipped to guide them (Digital Education Council, 2026) [36].

Stanford's 2026 AI Index reported that four in five K–16 students in the
United States used generative AI for schoolwork (Stanford HAI, 2026)

[175]. Chapter 18 gave these figures in the context of AI literacy.

Teachers are partly there

Teachers' use is lower, more cautious and patchier.

Use. In the OECD's 2024 Teaching and Learning International Survey
(TALIS), about 41% of lower secondary teachers across the OECD re-

ported using AI in their teaching, ranging from 75% in Singapore and
the United Arab Emirates to 14% in France (OECD, 2025 [87];
Education International, 2025 [41]). Among those who used it, the

most common uses were learning about and summarising a topic (68%)
and generating lesson plans or activities (64%).

Barriers. Among non-users, 75% said they lacked the knowledge and
skills to use AI (Education International, 2025) [41].

Preparation. Only about 38% of teachers reported that AI had been
part of their professional learning in the previous year, from about

76% in Singapore to 9% in France (Education International, 2025)
[41]. In a US poll, only about four in ten teachers said their school

offered AI-related training (NPR, 2026) [84].



134

Guidance. Among US teachers whose school provided AI software,
only 35% reported a formal policy on teacher use (NPR, 2026) [84]. In

a 2025 survey of university faculty, 80% reported a lack of clarity
about how AI could be applied in teaching at their institution, and only

4% were fully aware of their institution's guidelines and felt they were
comprehensive (Digital Education Council, 2025) [35].

Belief in benefit. A survey of more than 20,000 teachers in 14
European countries found that 63% used AI to prepare learning mater-

ials, but only 16% believed general-purpose AI improves learning out-
comes. Confidence in using generative AI had risen from 28% to 42%

in a year (Sanoma Learning, 2026) [166].

Figure: Teachers' use of and views on AI (TALIS 2024 and other surveys, Chapter 33).
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These surveys cover different populations and use different questions, so
they can't be added together into a single figure. Together, though, they

show a consistent pattern: teachers' use is growing, but it's unevenly sup-
ported, often unguided, and accompanied by doubts about whether gen-

eral-purpose tools help students learn.

Why the gap exists

My newsletters suggest the causes are human more than technical
(Penfold, 2026) [158]. Teachers are stretched for time. The tools arrived

quickly, with no manual and a great deal of hype. For a year, many were
told that AI was mainly a cheating problem to be policed. And there's a
less spoken fear of looking less than expert in front of a class that may

know the tools better.

Figure: Why the gap matters (Chapter 33).

Teachers' concerns are also well founded. In TALIS 2024, 72% of teachers
believed AI enables students to misrepresent their work, and 66% be-

lieved it can make inappropriate or incorrect recommendations
(Education International, 2025) [41]. Among university faculty, 83% were
concerned about students' ability to critically evaluate AI outputs (Digital

Education Council, 2025) [35]. Caution is a reasonable response to a tech-
nology that is powerful, unreliable and poorly governed.
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Why the gap matters

The gap matters for three reasons. First, teachers are the main route by
which students learn to judge AI. Second, it affects equity: if AI literacy

depends on which teachers happen to be confident, students' preparation
will depend on the luck of their timetable (Penfold, 2026) [158]. Third,

teacher capability decides whether AI's promised benefits for teachers
themselves are realised.
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CHAPTER 34

What AI can offer teachers, and what the
time is for

Time

The strongest current evidence for AI in schools concerns teachers' time

rather than students' learning. In a trial run by the Education Endowment
Foundation in England, 259 Key Stage 3 science teachers in 68 schools
were given ChatGPT and a guide to using it. They spent an average of

56.2 minutes a week on lesson planning, compared with 81.5 minutes in a
comparison group, a reduction of 31%, with no measurable drop in the

quality of the resources produced (Education Endowment Foundation,
2024) [40]. Stanford's AI Hub for Education review similarly found that

AI tools can reduce time spent on grading, planning and feedback by as
much as 30% without lowering lesson quality (GovTech, 2026) [52]. In the
US poll, most teachers who used AI said it saved them time, although 63%

said the saving was two hours a week or less (NPR, 2026) [84].

Figure: Lesson-planning time in the EEF trial (Chapter 34).
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Scale

The wider context is a global teacher shortage. UNESCO estimates that
the world needs 50 million additional teachers by 2030: 44 million for

primary and secondary education (UNESCO, 2024) [187] and a further 6
million for pre-primary education, added in UNESCO's October 2026

update (UNESCO and partners, 2026) [209]. The World Economic
Forum's readiness report argues that AI's administrative support could
help relieve the pressure, citing research suggesting that up to a fifth of

teachers' time goes on automatable administrative tasks (World Economic
Forum, 2026 [205]; Penfold, 2026 [104]). It also links personalisation to

Bloom's (1984) [15] "two sigma problem": one-to-one tutoring produces
much better outcomes than group instruction but has never been afford-

able at scale.

Figure: The teacher shortage and administrative load (Chapter 34).

What the time is for

The WEF report is careful to say that none of these opportunities will be
realised automatically (World Economic Forum, 2026) [205]. The conclu-

sion I drew in the newsletters is that the promise of AI isn't that it teaches
better than people, but that it might free people to do the parts of teach-

ing that only people can do, such as noticing, encouraging, connecting
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and inspiring (Penfold, 2026) [104]. Time saved that gets absorbed into
more administration, larger classes or reduced staffing leaves teachers no

better off and students worse off. Deciding deliberately how saved time is
reinvested is part of any responsible use of AI by teachers.

Figure: Time absorbed or time reinvested (Chapter 34).
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CHAPTER 35

Professional learning that works

The usual institutional response to the teacher AI gap is a single training

day. The research on teacher professional development suggests why that
rarely changes practice.

Figure: Five practices of schools closing the gap (Chapter 35).



141

What the research already shows

Kennedy's (2016) [61] review of professional development programmes
found that programmes which help teachers understand and adapt ideas

to their own context, rather than prescribing procedures, are more likely
to improve teaching. Darling-Hammond, Hyler and Gardner (2017) [30]

identified seven features of effective professional development: it is con-
tent-focused, involves active learning, supports collaboration, uses models
of effective practice, provides coaching and expert support, offers time for

feedback and reflection, and is sustained over time. Kraft, Blazar and
Hogan's (2018) [65] meta-analysis of causal studies found that coaching

had substantial positive effects on teachers' instruction and smaller posit-
ive effects on student achievement.

Figure: Seven features of effective professional development (Chapter 35).

What schools that are closing the gap do

The practices described in my newsletters, in schools that are closing the
AI gap, map closely onto these findings (Penfold, 2026) [158].

Sustained, low-stakes practice. Confidence with a new tool comes from
repeated use without fear of getting it wrong, not from one dramatic

session.

Subject focus. Staff share what actually worked in their own subject,
because AI use in history looks different from AI use in chemistry.
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Collaboration and coaching. Curious teachers are paired with nervous
ones, and peer coaching replaces one-off lectures.

Modelling, including imperfection. Leaders go first and are visibly im-

perfect. Showing a prompt that produced a poor answer, and how they
spotted it, does more for a culture of critical use than any handbook.

Reflection and judgement. Teachers discuss not only how to use AI but
when not to, and why.
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CHAPTER 36

Agency, the right to say no, and a capability
pathway

Teachers in the room

Figure: A three-stage capability pathway for teachers (Chapter 36).

In May 2026, the Council of the European Union adopted conclusions on
teachers in the era of AI. They warn against AI that undermines teachers'

autonomy and sustainable working conditions, and call for teachers to
help design and evaluate the AI tools used in their classrooms (Council of

the European Union, 2026 [28]; Penfold, 2026 [134]). The WEF readi-
ness report makes the same argument: AI's value in a classroom depends
on the skill and intention of the teacher using it, and top-down rollouts in
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which tools are chosen centrally are associated with lower trust and lower
uptake (World Economic Forum, 2026 [205]; Penfold, 2026 [110]).

Research on teacher agency describes it as something teachers achieve in
particular conditions, not a fixed personal trait (Priestley et al., 2015)

[160]. The practical implication is that schools create or remove the con-
ditions for teacher agency through their decisions about AI. Chapter 43

returns to the Council conclusions.

Informed refusal as a competence

A further step was proposed at a 2026 workshop of teachers and school
leaders convened by UNESCO and the European Union: that teachers
need the freedom not to use AI, and that this should be named as a com-

petence (Penfold, 2026) [126]. A teacher who decides to keep a chatbot
out of a writing unit because it would undermine the thinking she's trying

to build is showing exactly the judgement AI literacy is meant to produce.
Most systems measure success by adoption and can't tell her apart from a

teacher who has simply been left behind. Professional learning that only
ever teaches how to use AI builds a one-way ratchet, in which teachers can

move towards more use but can't credibly choose less.

A three-stage pathway

UNESCO's AI competency framework for teachers sets out five dimen-
sions (a human-centred mindset, the ethics of AI, AI foundations and ap-
plications, AI pedagogy, and AI for professional development) across three

progression levels: acquire, deepen and create (UNESCO, 2024) [186].
Drawing on that framework and on the evidence above, I propose a three-

stage pathway for schools. Each stage pairs a capability with a condition
the school must provide.

Stage 1, acquire. The teacher uses AI confidently for personal pro-

ductivity, such as planning and resource creation, and can explain how
it works and where it fails. The school provides protected time for low-

stakes practice, and clear guidance on data and acceptable use.
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Stage 2, deepen. The teacher uses AI within subject pedagogy, teaches
students to evaluate AI output, and decides when students should work

without it. The school provides subject-based collaboration and coach-
ing, and agreement on how saved time is reinvested.

Stage 3, create. The teacher designs AI-aware tasks and assessment,
helps evaluate tools before adoption, coaches colleagues, and can jus-

tify informed refusal. The school provides a real voice in procurement
and policy, and recognition of judgement, not just adoption.

The aim is that every adult in a school reaches at least Stage 2: able to use
AI competently in their own subject, see where it falls short, and help stu-

dents do the same (Penfold, 2026) [158]. That's a reachable bar. It doesn't
require teachers to become computer scientists.

What to do

For school leaders. Treat teacher AI capability as the first stage of any AI

strategy, not a parallel workstream. Replace the single training day with
sustained, subject-based professional learning that includes coaching. Go
first and be visibly imperfect. Decide explicitly how time saved by AI will

be reinvested, and protect it from being absorbed by other demands. Map
staff confidence so that students' preparation doesn't depend on the luck

of their timetable.
For systems and ministries. Fund AI professional learning on the scale

of the gap revealed by TALIS, where most non-users cite lack of skills and
fewer than four in ten teachers had relevant training. Embed AI in initial

teacher education and induction, as the EU Council conclusions recom-
mend. Involve teachers in the evaluation and procurement of AI tools.

For teacher educators and researchers. Evaluate AI professional learn-

ing against changes in teachers' practice and students' learning, not just
teacher satisfaction or tool adoption. Develop ways of recognising in-

formed refusal as professional judgement.
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What this part can't tell you

The survey data come from different populations, years and question
wordings and can't be combined. The TALIS figures refer to lower second-

ary teachers, the Digital Education Council faculty figures to higher edu-
cation, and the NPR figures to US K–12 teachers. The strongest trial evid-

ence on teacher workload comes from one subject in one country. The
links drawn between general research on professional development and
professional learning for AI are reasoned rather than tested, and the cap-

ability pathway hasn't been evaluated.

A closing thought

Students have already decided that AI is part of their lives. Whether their
use becomes wise or lazy, honest or hidden, critical or credulous depends

largely on the adults around them, and many of those adults have been
given neither the time, the training nor the authority to lead. Closing the

teacher AI gap isn't mainly a matter of better tools. It's a matter of sus-
tained professional learning, time that's protected and reinvested in hu-
man work, and the agency to decide, including the agency to say no.

There's no route to AI-ready students that skips the teachers.
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THINK IT THROUGH

Reflect.

What one change would give teachers a protected hour a week to practise

with AI?

How will time saved by AI be reinvested in your setting, and who decides?

When would you, as a teacher, decide not to use AI, and how would you ex-

plain it?

Self-check. How far is each of these true where you work: not yet, partly,
mostly or fully?

Stage 1: teachers have protected time for low-stakes practice and clear

guidance on data and acceptable use.

Stage 2: subject-based collaboration and coaching exist, and we have

agreed how saved time is reinvested.

Stage 3: teachers have a real voice in choosing tools and shaping policy.

We map staff confidence so student experience does not depend on

timetable luck.

A teacher who decides not to use AI for a good reason is respected, not

penalised.

The online edition has an interactive coach for each part, with a scenario,

scored feedback and questions answered from the text.



PART EIGHT

Leading the Redesign
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Based on the paper "Leading the Redesign: Purpose, Ecosystems and
Sequencing in School Leadership for AI" by Paul Penfold (Proceedings of Future
Science Archives, 2026).

Part Seven put teachers at the centre. This part looks at the people who
set the conditions teachers work in. It treats AI in schools as a leadership

problem rather than a purchasing one, and sets out an order in which
leaders might act.
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CHAPTER 37

Buying the tool is the easy part

Buying an AI tool is easy. Building an institution that uses it well is hard,

and schools keep skipping straight to the easy part (Penfold, 2026) [124].
The pattern is familiar to anyone who has led change in schools. A

framework arrives, well argued and full of good intentions, and then sits
unread while timetables, behaviour and budgets carry on as before.
Frameworks rarely fail because they're badly designed. They fail because

nobody works out how to use them on a Tuesday morning (Penfold, 2026)
[112].

This part asks three questions:

What pressures does AI place on school leadership?

Why do well-designed changes so often fail to reach classrooms?

In what order should leaders act?

Where the material comes from, and a declaration

The part draws on newsletters on educational leadership that I wrote for
school leaders in 2026 (Penfold, 2026) [124, 112, 145, 152, 141, 95, 131,

140, 148], including summaries of reports from the World Economic
Forum, the OECD and UNESCO. I checked figures against primary or au-

thoritative secondary sources, and several were corrected or omitted. I've
led international schools, and I'm connected to Brave Generation

Academy, an organisation discussed in Chapter 41. Both shape the ques-
tions I ask. The Brave Generation Academy connection is a possible con-

flict of interest in that chapter, and I flag it there.
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CHAPTER 38

The speed gap

The World Economic Forum's 2026 education readiness report describes

AI as no longer an emerging trend in education but a routine part of how
millions of learners find information, complete academic tasks and make

sense of the world (World Economic Forum, 2026 [205]; Penfold, 2026
[145]). Adoption has been fast. In RAND's surveys of young people in the
United States, the share using AI for homework rose from 48% in May

2025 to 62% in December 2025, while the share who said AI harms crit-
ical thinking rose from 54% to 67% (eSchool News, 2026) [42]. Students

are adopting a tool they themselves are increasingly worried about.

Figure: Adoption and concern among US young people, 2025 (RAND).

The WEF report describes the resulting pattern as adoption "from the
bottom up": teachers reacting to students and institutions reacting to
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teachers, with governance permanently a step behind behaviour (World
Economic Forum, 2026) [205]. Its conclusion is that institutions can't out-

sprint algorithms and shouldn't try. The realistic response is to build
structures that let an institution adapt continuously.

That's a different kind of leadership from drawing up a policy once and
defending it. It asks leaders to get comfortable with reviewing their own

decisions in public, which is the thread that runs through the rest of this
part.
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CHAPTER 39

What is school for?

Knowledge as material, not destination

Figure: Knowledge as destination and knowledge as material (Chapter 39).

Figure: Three kinds of skill within subjects (Chapter 39).
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For more than a century, much of school's practical purpose was to trans-
mit knowledge, because knowledge was scarce and hard to reach. That as-

sumption no longer holds. Knowledge is in every child's pocket, and AI
can recall, combine and apply it faster than most people (Penfold, 2026)

[152]. A school still organised mainly around transmission is running a
delivery service for something that no longer needs delivering.

The answer isn't to abandon knowledge. People can't think, create or
judge in a vacuum. The shift is that knowledge moves from being the des-

tination to being the material: what students think with, create with and
solve problems with. The World Economic Forum's Education 4.0 framing
widens the purpose of school to include skills, attitudes and values as well

as knowledge (World Economic Forum, 2026) [205]. Those things have to
be grown in the company of other people, which puts relationships, char-

acter and community closer to the centre of what school is for.

Relational capability

That argument is gaining support from outside education. In July 2026
the Yidan Prize Foundation and Yonsei University convened a conference

in Seoul on relational intelligence: the capacity to build trust, bridge dif-
ferences, resolve conflict and make meaning together (Yidan Prize
Foundation, 2026 [208]; Penfold, 2026 [141]). If AI increasingly handles

routine cognitive work, the capabilities that remain distinctly human, and
increasingly valuable, are relational ones. Schools that treat them as soft

extras are reading the evidence backwards. Chapter 31 made a similar
point from the labour market.

What students need to be able to judge

Purpose also shapes curriculum within subjects. Research by the Burning

Glass Institute argues that the divide isn't between subjects but within
them. Some skills, such as analytical writing and data analysis, shift from
execution to direction and editing of AI output. Others, such as ethical

reasoning, critical reading and empathy, must be protected from effi-
ciency pressures. And foundational skills such as grammar and calculation
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remain necessary, because students can't direct or evaluate AI without un-
derstanding the principles underneath (Burning Glass Institute, 2026

[20]; Penfold, 2026 [95]).
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CHAPTER 40

Why good changes fail: the system around
the classroom

The OECD's 2026 paper on an ecosystems approach to curriculum

change argues that reform outcomes depend not only on good design but
on the setting in which reforms are interpreted and enacted: a web of act-

ors, relationships, routines, resources and infrastructures that is always
present, whether or not it's acknowledged (OECD, 2026) [88]. Although

the paper doesn't focus on AI, it may be one of the most useful documents
for leaders introducing AI, because the same forces that undermine cur-
riculum reform also neutralise new tools.

Figure: Three frictions (Chapter 40).
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Figure: Four OECD strategies for change (Chapter 40).

Three frictions

In my reading, three recurring frictions stand out (Penfold, 2026) [131].

Pedagogical lag. When time and support run out, teachers return to fa-
miliar routines.

Assessment tension. High-stakes examinations that reward recall pull
against a curriculum built around competencies, and the curriculum

usually loses.

Structural silos. Teacher education and professional learning evolve

separately from what the curriculum asks teachers to do.



158

Four strategies

The OECD proposes four strategies: non-partisan dialogue among stake-
holders to build legitimacy; strengthening the agency of teachers and stu-

dents; collective impact, in which stakeholders align around a shared
agenda and shared measures; and aligning pedagogy, assessment and

teacher standards with the intent of the curriculum (OECD, 2026) [88].
Each applies directly to AI. An AI policy that changes what students do
but not how they're assessed will lose to the assessment, which is the les-

son of Part Five. A tool introduced without professional learning will be
absorbed into old routines, which is the lesson of Part Seven.



159

CHAPTER 41

Sequencing, unbundling and a leadership
sequence

Institution before tool

UNESCO-UNEVOC's 2026 practical guide for technical and vocational

institutions treats AI as a multistakeholder, institution-wide process, em-
bedded across teaching, curriculum, assessment and operations, with edu-
cational purpose, human agency, equity and safety at the centre

(UNESCO-UNEVOC, 2026 [190]; Penfold, 2026 [124]). That's a long
way from licensing an app. The OECD's Digital Education Outlook 2026

explains why the difference matters: successfully completing tasks with
generative AI doesn't necessarily translate into learning (OECD, 2026

[90]). A tool that raises output can erode learning if the institution around
it hasn't been redesigned to protect thinking.

Conversation before policy

Before deploying tools, writing policy or booking training, leaders need to
ask their community what they actually want AI to do, which is a different

question from what it can do (Penfold, 2026) [140]. Teacher readiness,
parent trust and student understanding are shaped by dialogue, not by

documents issued after decisions have been made.

Red lines before rollout

Clear limits make sustainable adoption possible. New York City's first sys-
tem-wide guidance, issued in March 2026, used a traffic-light approach.

Teachers could use AI for lesson ideas and drafting communications, but
AI was barred from assigning grades, determining discipline, and making
placement, special education, promotion and graduation decisions
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(GovTech, 2026 [51]; Penfold, 2026 [140]). Such a governance floor isn't a
restriction on innovation. It's a condition for it, because it settles in ad-

vance the questions that would otherwise be fought over after an incident.
(Chapter 21 describes what New York did next.)

Figure: New York City's red lines (Chapter 41).

Two decisions, not one

In September 2026, leaders of two of the largest AI developers publicly

called for slowing the pace of AI development, and AI-linked shares fell
(CNN, 2026 [23]; Penfold, 2026 [141]). That creates a real tension for

school leaders, who are often encouraged to use AI to free teachers' time
for human connection. In the newsletters I suggested separating two ques-

tions that are usually treated as one: what AI should free time for, and how
fast the institution should move (Penfold, 2026) [141]. The first is a ques-

tion of purpose and can be answered now: time saved should go towards
the relational work only people can do. The second is a question of risk,
and caution from inside the industry is a reason to slow procurement, not

to abandon low-stakes uses already doing useful work. One of those in-
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dustry leaders is the chief executive of Anthropic, which makes Claude,
the AI that co-wrote this book.

Figure: Separating purpose from risk (Chapter 41).

The changing shape of school

Leaders also face a structural shift: families increasingly unbundle school-

ing, buying the parts that suit their child rather than the whole package
(Penfold, 2026) [148]. In several US states, education savings accounts

give families a share of public funding to spend on tuition, tutoring, cur-
riculum or therapies (World Economic Forum, 2026) [206]. Elsewhere the
same instinct operates without public funding. Tooley's (2009) [179] re-

search documented low-cost private schools serving large numbers of
poor families across Africa and Asia. In England, local authorities reported

126,000 children in elective home education in autumn 2025, up from
111,700 a year earlier, with mental health the most common reason given

(16%) and philosophical or preferential reasons cited by 12%
(Department for Education, 2026) [32].

Hybrid learning hubs, such as those run by Brave Generation Academy,

let teenagers study for international qualifications around sport, perform-
ance or disruption to conventional schooling. I'm connected to Brave

Generation Academy, so weigh what I say about it accordingly.
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Figure: The five-step leadership sequence (Chapter 41).

Some of this is less new than it looks. Montessori education has grouped
children by their capacity to direct their own learning, rather than strictly

by age, since 1907. AI doesn't invent learner-centred models. It gives fam-
ilies and leaders new reasons to notice them. For leaders of conventional

schools, the lesson is that families will judge the bundle against its parts.
What a school offers that can't be bought separately (community, relation-
ships, belonging and the formation of character) is likely to become its

strongest case.
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A five-step leadership sequence

Drawing these strands together, I propose a five-step leadership sequence.
It's iterative, not linear: each cycle ends with review and returns to

purpose.

Purpose. Decide what the school is uniquely for, and what AI should
and shouldn't serve. Could every member of staff give the same

answer?

Conversation. Ask staff, students and families what they want AI to do,

and let the answers change decisions.

Red lines. Set a governance floor: decisions AI won't make, data it won't

touch, and who owns incidents.

Alignment. Line up assessment, professional learning, timetabling and

teacher standards with the change, so that the system supports it
rather than neutralising it.

Iteration. As the WEF readiness report recommends, pick one dimen-
sion, name the next realistic signal of progress, decide who owns it and

set a date to check back (World Economic Forum, 2026 [205]; Penfold,
2026 [112]).

What to do

For school leaders. Start with purpose and conversation, not procurement.

Set red lines before rolling out tools. Look for the frictions in your own
school, especially where assessment rewards what the curriculum is trying
to move beyond. Separate the decision about what AI should free time for

from the decision about how fast to move. Be clear about what your school
offers that families can't assemble from parts.

For boards and owners. Judge AI strategy by the quality of the human
work around it, not by the number of tools adopted. Fund sustained pro-

fessional learning, not one-off training. Protect time saved by AI from be-
ing absorbed into cost-cutting, especially where ownership is focused on
growth and margins rather than on teachers and learning.



164

For system leaders. Align assessment and teacher standards with the
curriculum and AI policy you expect schools to implement, as the OECD

recommends. Provide governance floors that individual schools can adopt
rather than leaving each to invent its own.

What this part can't tell you

This part reflects a practitioner perspective and is based on reports and

surveys rather than original empirical research. Much of the evidence
comes from the United States and Europe. The leadership sequence is a

synthesis and hasn't been evaluated. My connection to Brave Generation
Academy is a potential conflict of interest in the section on unbundling.
Several figures in the original newsletters were corrected or omitted

where they couldn't be confirmed.

A closing thought

AI in schools is often treated as a technology decision. It's more usefully
treated as a test of leadership. The tools will keep changing. What lasts is

an institution's clarity about what it's for, its relationships with the people
it serves, the limits it sets, the coherence of the system around its

classrooms, and its habit of honest review. Leaders who sequence the hu-
man work first will find that the technology questions become much

easier. Those who start with the tools may find that the system around
them quietly decides.
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THINK IT THROUGH

Reflect.

In one sentence, what is your school uniquely for?

Where do your assessment and your curriculum pull in different directions?

What is one red line you would hold even if every competitor crossed it?

Self-check. How far is each of these true where you work: not yet, partly,
mostly or fully?

Purpose: every member of staff could give the same answer about what the
school is uniquely for.

Conversation: staff, students and families have been asked what they want

from AI, and the answers changed a decision.

Red lines: we have written down decisions AI will not make, data it will not

touch, and who owns incidents.

Alignment: assessment, professional learning, timetabling and teacher
standards line up with the change.

Iteration: we have named the next realistic signal of progress, an owner and
a date to review.

The online edition has an interactive coach for each part, with a scenario,
scored feedback and questions answered from the text.



PART NINE

Governing AI in
Education
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Based on the paper "Governing AI in Education: Uneven Rules, Thin Evidence and
Procurement as Policy, 2026" by Paul Penfold (Proceedings of Future Science
Archives, 2026).

Part Eight asked how a school leader should act. This part steps back to
ask who governs AI in education at all. It follows a busy year of rules and

statements, shows how thin the evidence is behind them, and argues that
much of the real governance happens in contracts.
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CHAPTER 42

Who governs AI in a school?

Ask who governs AI in a school and the answer depends on where you

look. At the top sit intergovernmental statements of principle. Below
them, a few binding laws and statutory duties. Below those, national and

district policy. Then institutional governance: who in a school approves a
tool, who handles a concern, who reviews outcomes. And at the bottom,
where most of the real decisions are made, procurement: the contract a

school signs with a vendor, which settles what data is collected, where it
goes, what the tool does with a student's work, and what it costs.

This part looks at how those layers developed during 2026 and how
well they connect. My central claim is that they don't yet connect well.

Principles have become clearer and more ambitious, but binding duties
are patchy and in one major jurisdiction have been delayed. The evidence

that would allow schools to choose well remains thin. The result is that
much of the governance of AI in education is being done by contract, of-
ten without anyone treating it as governance at all.

Three questions guide the part:

What changed in the governance of AI in education during 2026?

Where are the gaps between principles, rules, evidence and practice?

What can schools and systems do now, without waiting for those gaps

to close?

Where the material comes from

This is a policy analysis based on documents published or adopted in
2026, read alongside the research and policy literature. Its starting point
is a set of newsletters on policy and governance that I wrote for school

leaders between May and October 2026 (Penfold, 2026) [134, 101, 111,
123, 115, 146, 137]. They include summaries of UNESCO's collection
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The algorithm in the room (UNESCO, 2026) [189] and of the World
Economic Forum's report on education readiness for AI. For this book I

revisited the primary documents and news sources and checked them, and
confirmed dates against official or legal sources where I could. Policy in

this area moves quickly, so check anything you rely on against the current
position.
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CHAPTER 43

A year of rules: what changed in 2026

Stronger international principles

In March, UNESCO, UNICEF and ITU launched a Charter for Public
Digital Learning Platforms, setting out principles for publicly governed

platforms based on open standards and interoperable architecture, de-
signed in part to avoid lock-in to a single vendor (UNICEF, 2026) [194].

In May, the Council of the European Union adopted conclusions on
teachers in the era of AI, the first time the relationship between AI and

teaching had been addressed in EU education policy (Council of the
European Union, 2026) [28]. The conclusions call for an ethical, safe and

human-centred approach, warn of the risk that AI undermines teachers'
autonomy and sustainable working conditions, and ask that teachers help
design and evaluate the AI tools used in their classrooms (Penfold, 2026)

[134]. Chapter 36 looks at what this means for teachers.
In June, the World Economic Forum published an AI readiness frame-

work for education built on enabling foundations, institutional capacities,
pedagogical practices and learning experiences (World Economic Forum,

2026) [205]. In September, education ministers meeting at UNESCO's
Digital Learning Week adopted a statement calling for education to re-
main a common good in the age of AI (UNESCO, 2026) [188].

A statutory duty in England

On 7 July 2026, England's Department for Education published Keeping

Children Safe in Education 2026, the statutory safeguarding guidance for
every school and college in England, in force from 1 September

(Department for Education, 2026 [33]; EdTech Innovation Hub, 2026
[39]). The definition of making or sharing nudes and semi-nudes now ex-

plicitly includes images that are digitally altered or wholly generated by
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AI, so a fabricated image of a pupil is handled through existing child-on-
child abuse procedures rather than falling into a policy gap. The guidance

directs schools to the department's product safety expectations for gener-
ative AI, applies filtering and monitoring duties to AI tools, and sets an ex-

pectation that schools be mobile phone-free by default.

Figure: A year of rules, 2026 (Chapter 43).

This is the first time a national system has placed generative AI inside a
binding safeguarding duty rather than alongside it in advice (Penfold,

2026) [101]. Advice can be read and shelved. A statutory duty attaches to
a named role.
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A delay in Europe

The EU AI Act classifies AI systems used in education for admissions, as-
sessment of learning outcomes, steering of learning and monitoring of

students during tests as high-risk (European Union, 2024) [44]. Those
systems must meet requirements for risk management, transparency and

human oversight, and deployers that are public bodies must carry out a
fundamental rights impact assessment.

In July 2026, however, the AI Omnibus, Regulation (EU) 2026/1744,

came into force and moved the date from which these high-risk obliga-
tions apply from 2 August 2026 to 2 December 2027 (National Law

Review, 2026 [79]; Gibson Dunn, 2026 [49]). The prohibited-practice
rules and transparency duties for AI systems kept their original dates, so

the delay is narrower than headlines suggested. But it covers exactly the
uses schools and universities are deploying now: grading, admissions and
exam monitoring (Penfold, 2026) [111].

Figure: England tightened, the EU delayed (Chapter 43).
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The effect is that one system tightened the safeguarding end of AI in
schools in the same month that another loosened the assessment end.

School leaders, especially in international schools that answer to more
than one system, sit between them.

From strategy to delivery

In the same fortnight, the World Bank opened a Global EdTech Policy

Academy on AI in Seoul, with the theme of moving from policy to imple-
mentation at scale (World Bank, 2026) [201]. Taken together with the

UNESCO statement and the English guidance, three separate institutions
signalled that the strategy-writing phase is ending and the delivery phase
has begun (Penfold, 2026) [101].
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CHAPTER 44

The evidence gap

Governance depends on evidence about what works. Here the picture in

2026 was thin. A review by Stanford's AI Hub for Education examined
more than 800 studies on AI in education but found only about 20 high-

quality causal studies capable of showing whether AI tools directly change
student outcomes (GovTech, 2026) [52]. Its consistent finding was that
students often perform better while using AI and struggle to reproduce

those results without it, which matches the pattern found in a large field
experiment in high school mathematics (Bastani et al., 2025) [11]. The re-

view also found real benefits for teachers, with time spent on grading,
planning and feedback reduced by as much as 30% without loss of lesson

quality. Its authors described the overall picture as mixed and early.
Practice is running well ahead of this evidence. NPR reported in

September 2026 on US districts buying tools first and asking questions
later, including a social-emotional chatbot purchased for vulnerable stu-
dents at an alternative school and a humanoid robot pilot dropped after

parents raised privacy concerns (NPR, 2026 [85]; Penfold, 2026 [123]).
Teachers are cautious about the general-purpose tools they're using. A sur-

vey of more than 20,000 teachers in 14 European countries found that
63% used AI to prepare learning materials, but only 16% believed gen-

eral-purpose AI improves learning outcomes, and between 75% and 93%
said educational AI tools should be designed specifically for education
(Sanoma Learning, 2026) [166].

The gap between adoption and evidence is itself a governance prob-
lem. Where evidence is thin, the decision about whether a tool is worth

using is effectively made by its vendor's marketing and the buyer's hopes.
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Figure: The evidence gap (Chapter 44).
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CHAPTER 45

Procurement: the hidden layer of
governance

My newsletters returned repeatedly to one point: procurement decisions

are governance decisions, whether institutions treat them that way or not
(Penfold, 2026) [115]. When a school adopts an AI platform, the contract

settles questions that would otherwise belong to policy: what student data
is collected, where it's stored and for how long, who can see how the tool

reaches its decisions, whether the tool's pedagogy fits the school's, what
happens when the contract ends, and what it costs over time.
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Figure: What an AI contract settles (Chapter 45).

Whose systems are they?
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Figure: Projected data-centre resource use, 2030 (United Nations University, 2026).

Contributors to UNESCO's The algorithm in the room make the wider ar-

gument. Amiel, Cox and de la Higuera argue that handing educational
content to an algorithm hands oversight to a black box, and that open

education is the practical route to systems answerable to educators rather
than shareholders (Amiel et al., 2026) [5]. Fabo argues that nation-states
have traditionally decided curriculum and what counts as reliable know-

ledge, but that AI companies are taking on more of that role simply by
controlling the infrastructure schools depend on (Fabo, 2026) [45]. A

ministry can sign a statement about public accountability. Whether it con-
trols the systems the statement is about is another matter.

Who pays, and for what

Appoldt and Gong apply Baumol's cost disease to teaching (Appoldt &

Gong, 2026) [8]. Baumol (1967) [12] showed that labour-intensive ser-
vices become relatively more expensive over time because, unlike manu-

facturing, their core activity can't easily be automated. Teaching is a classic
case: the human interaction is the product. Appoldt and Gong's warning is
that when the rising relative cost of education is framed as a problem for

AI to solve, the pressure moves towards cuts to staff and privatisation
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presented as innovation, rather than towards the harder political choice of
funding education properly as a public good (Penfold, 2026) [115].

Costs that don't appear on the invoice

Some costs of AI never appear on a school's budget. A United Nations

University report published in June 2026 projected that global data
centres could consume 945 terawatt-hours of electricity by 2030, up from

about 448 terawatt-hours in 2025, together with about 9.3 trillion litres
of water a year and more than 14,500 square kilometres of land (United

Nations University, 2026) [196]. These are projections on current trends
rather than forecasts that account for efficiency gains, so treat the figures
as indicative and check them against the report. They do show the scale of

the physical infrastructure that education's AI subscriptions depend on.
O'Sullivan and Kelly describe the resulting contradiction for higher edu-

cation, whose public mission now rests partly on infrastructure with en-
vironmental costs it doesn't account for (O'Sullivan & Kelly, 2026 [93];

Penfold, 2026 [146]).
There's an access dimension as well. UNESCO's 2023 Global

Education Monitoring Report asked of technology in education: a tool on
whose terms? (UNESCO, 2023) [183]. Infrastructure and connectivity re-
main an equity fault line, and the WEF readiness report warns that insti-

tutions with weak infrastructure risk falling further behind, not because
their educators are less capable but because the basic plumbing isn't there

(World Economic Forum, 2026 [205]; Penfold, 2026 [137]). Part Ten
takes up equity directly.
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CHAPTER 46

A governance stack, its gaps, and a protocol
for schools

Five layers

Figure: The five-layer governance stack (Chapter 46).
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Bringing these strands together, the governance of AI in education can be
understood as a stack of five layers. Each answers a different question, and

each depends on the layers around it.

1. International principles. What should AI in education be for? In
2026: the UNESCO ministerial statement, the EU Council conclusions

and the Charter for Public Digital Learning Platforms. State: stronger
and more specific.

2. Binding law and statutory duty. What must institutions do, and who
is accountable? In 2026: the EU AI Act high-risk rules and KCSIE

2026 in England. State: uneven, tightened in England and delayed in
the EU.

3. System policy. How will this system implement AI? Examples: na-
tional curricula, district moratoria and procurement frameworks. State:

fragmented and fast-changing.

4. Institutional governance. Who in this school decides, reviews and

answers for AI use? Examples: approval routes, named roles and review
cycles. State: often informal or missing.

5. Procurement and practice. What exactly does this tool do with our
students and their data? Examples: vendor contracts, pilots and

classroom use. State: where most real decisions are made.

Three gaps

The binding gap, between layers 1 and 2. Principles have moved faster
than law. The EU delay leaves sixteen months in which, for the uses that

matter most in education, the main protection between a student and an
automated admissions or grading decision is institutional policy (Penfold,
2026) [101].

The capacity gap, at layer 4. The WEF report frames institutional capa-
city as more than a policy document. It means clear decision-making

structures, a route for staff to raise concerns, and governance distributed
across leadership, teachers, technical staff and, where appropriate, stu-

dents and families, rather than concentrated in one person who becomes a
bottleneck (World Economic Forum, 2026) [205]. In most schools, a
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teacher who finds a promising tool on a Saturday doesn't know who to ask
on Monday (Penfold, 2026) [135].

The evidence gap, at layer 5. Procurement decisions are being made
with very little evidence about learning outcomes, and with little atten-

tion to data terms, pedagogy or environmental cost.

Figure: Three gaps in the governance stack (Chapter 46).

Procurement as governance: six tests

Schools can't close the binding gap, but they can close much of the gap at
layers 4 and 5 now. I propose that every significant AI procurement be

treated as a governance decision and pass six tests before a contract is
signed. The protocol draws on the newsletters' recommendations and on
the principles in the EU Council conclusions and the public platforms

charter.

Evidence. Independent evaluation, not case studies, and results on
learning measured with the tool switched off (Penfold, 2026) [123].

Pedagogy. Teachers who will use the tool are involved in choosing and
evaluating it, and its design prompts thinking rather than handing

over answers (Council of the European Union, 2026) [28].



183

Data. Clear terms on what student data is collected, where it's stored,
who can access it and what happens to it when the contract ends.

Accountability. A named role in the school owns the tool, its incidents

and its review, and can explain how it reaches decisions about students.
Under KCSIE 2026, AI incidents involving pupils are safeguarding in-
cidents and should sit with an existing accountable role (Penfold,

2026) [101].

Exit. Data can be exported and the school can leave without losing its

students' work or records, in line with the public platforms charter's
concern with interoperability and lock-in (UNICEF, 2026) [194].

Hidden costs. The vendor discloses its energy and water footprint, as it
would disclose its safeguarding arrangements, and the school considers

whether the tool's benefit justifies them (Penfold, 2026) [146].

Figure: Six procurement tests (Chapter 46).
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A small pilot with a comparison group and a review date should follow. As
I put it to school leaders, a vendor who won't accept that has told you

something (Penfold, 2026) [123].

What to do

For school leaders. Treat AI incidents involving pupils, including fabric-
ated images, as safeguarding incidents owned by an existing role, and re-

hearse the response with staff rather than publishing a policy that won't
be remembered. Don't treat the EU delay as a reason to shelve readiness

work: human oversight, transparency and staff AI literacy were sensible
before they were deadlines. Apply the procurement protocol to every sig-
nificant AI purchase and renewal.

For system leaders and ministries. Close the binding gap for high-risk
educational uses rather than relying on institutional goodwill. Fund inde-

pendent evaluation of the tools schools are buying, including outcomes
measured without the tool. Support public, interoperable platforms that

reduce lock-in, as the 2026 charter proposes.
For international and multi-jurisdiction schools. Map which binding

duties apply to you and adopt the stricter standard where systems diverge.
A school that can say plainly how it uses AI in assessment and who checks
it is in a stronger position with its community than one waiting to see

what regulators eventually enforce (Penfold, 2026) [111].

What this part can't tell you

The analysis covers a single, unusually busy year and focuses on docu-
ments from Europe, England, the United States and intergovernmental

bodies. It doesn't examine regulation in Asia, Africa or Latin America in
comparable depth. Some claims rely on secondary reporting of primary

documents, and policy in this area changes quickly. The procurement pro-
tocol hasn't been tested systematically and is offered as a practical starting
point, not a validated instrument.
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A closing thought

The governance of AI in education in 2026 was marked by a widening
gap between what international bodies say AI in schools should be for and

what binding rules, evidence and institutional capacity can currently de-
liver. In that gap, contracts are doing the work of policy. Schools don't

need to wait for regulators to close it. By treating procurement as gov-
ernance, giving AI incidents a named owner, and asking for evidence of
learning with the tool switched off, they can govern the part of the stack

they control. The question for any school leader isn't whether AI is being
governed in their institution. It already is, by whoever drafted the last

contract.

THINK IT THROUGH

Reflect.

Who in your school can say, today, which AI tools are in use with pupils?

If a pupil were harmed by a fabricated image, which existing role would own
the response?

What would you want from a vendor before you believed their claim about
learning?

Self-check. How far is each of these true where you work: not yet, partly,
mostly or fully?

Evidence: independent evaluation exists, including results measured with
the tool switched off.

Pedagogy: the teachers who will use it helped choose and evaluate it, and it

prompts thinking.

Data: we know what is collected, where it is stored, who can access it and
what happens at contract end.

Accountability: a named role owns the tool, its incidents and its review.

Exit: data can be exported and we could leave without losing students'

work.

The online edition has an interactive coach for each part, with a scenario,
scored feedback and questions answered from the text.



PART TEN

Close the Gap or Widen
It?



187

Based on the paper "Close the Gap or Widen It? AI, Equity and Learning at the
Weakest Link" by Paul Penfold (Proceedings of Future Science Archives, 2026).

Part Nine showed how thinly AI in education is governed. This part

asks who benefits. It looks at how AI could narrow or widen educational
gaps, and then goes to the place where the stakes are highest: learners in
crisis and displacement.



188

CHAPTER 47

Two plausible futures

Every major change in education carries a hidden danger: that it works

well for children who already have advantages and quietly leaves the rest
further behind. New technologies, methods and resources tend to reach

the well-resourced first, and by the time they reach everyone else the head
start has compounded (Penfold, 2026) [97].

AI is the most powerful version of this pattern education has faced.

The optimistic case is real: a child with no money for private tuition and
no expert at home could, in principle, get individual support that once

cost a fortune, in their own language and at their own pace. The pessim-
istic case is just as real and tends to be the default. Advantaged children

get powerful tools and skilled adults to guide them, while disadvantaged
children get the cheaper version, nothing at all, or unguided access, which

can be worse than none.
Three questions guide this part:

What determines whether AI narrows or widens educational
inequality?

What does the situation look like for the learners furthest from the
frontier, those in crisis and displacement?

What should schools, systems and organisations ask of every AI

decision?

Where the material comes from, and a declaration

This part draws on newsletters I wrote for school leaders in 2026
(Penfold, 2026 [97], 2026 [119]), together with data on connectivity,
refugee education, aid and AI for development. I checked figures against

primary or authoritative secondary sources. Claims that organisations
make about their own programmes are reported as their claims. I work for
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Brave Generation Academy (BGA), and its work with displaced learners is
mentioned in Chapter 50. That's an interest I want you to know about.

Why access isn't enough

Evidence on learning helps explain why access alone isn't enough. In a

large field experiment with high school mathematics students, unrestric-
ted access to a chatbot improved performance during practice but lowered

results on an exam taken without it. A tutor-style version designed to
prompt thinking avoided that harm (Bastani et al., 2025) [11]. Chapter 10

describes the study in full. A child given a powerful tool with no guidance
and no well-designed pedagogy isn't necessarily being helped. The equity
question is therefore not only who gets the technology, but who gets well-

designed tools and skilled human support to use them well, which advant-
aged children already have in abundance (Penfold, 2026) [97].

Figure: Two plausible futures for equity (Chapter 47).
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CHAPTER 48

Four layers of the AI divide

Access

The most basic divide is access to connectivity and devices. The GSMA
reported in 2025 that 96% of the world's population lives within reach of

mobile broadband, but 3.1 billion people, 38% of the world, live within
coverage and still don't use mobile internet. That usage gap is ten times

larger than the coverage gap of about 300 million people (GSMA, 2025)
[53]. Connectivity and adoption are different problems. Solving the first

doesn't automatically solve the second, which involves affordability,
devices, skills, relevance and safety.

Figure: The usage gap and the coverage gap (GSMA, 2025).
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Guidance

The second divide is skilled human guidance. Teachers' own preparation
for AI varies widely between systems. In the OECD's 2024 Teaching and

Learning International Survey, the share of lower secondary teachers who
had AI in their professional learning in the previous year ranged from

about 76% in Singapore to 9% in France (Education International, 2025)
[41]. Within systems, students in better-resourced schools and homes are
more likely to have adults who can help them use AI well. This is why my

newsletters argue that equity work should invest most in teaching that
helps disadvantaged students use AI wisely, since they're least likely to get

that guidance anywhere else (Penfold, 2026) [97]. Part Seven covers the
teacher side of this.

Language and culture

The third divide concerns whose language and knowledge AI systems re-

flect. Research has found that AI writing suggestions nudge writers to-
wards Western styles and reduce cultural nuance (Agarwal et al., 2025)
[3]. Contributors to UNESCO's 2026 collection describe AI tools that

mishandle local languages and risk overriding local ways of knowing
(UNESCO, 2026) [189]. Learners whose languages are poorly represented

in training data receive weaker tools, and may also learn that their own
ways of expressing themselves are less valued. Chapter 27 raised the same

worry about assessment rubrics that reward polish.

Recognition

The fourth divide concerns whether learning is recognised. Learning that
can't be certified, or certificates that aren't accepted across borders, leave
learners stranded. A young person educated in the camps on the Thai–

Myanmar border told Save the Children that their education wasn't recog-
nised, so graduates struggle to find work (Penfold, 2026) [119]. For mo-

bile and displaced learners, recognition may matter as much as access.
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Figure: Four layers of the AI divide (Chapter 48).
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CHAPTER 49

The weakest link: learners in crisis

The four layers are hardest for learners in crisis and displacement.

UNHCR's 2026 education report estimated that 5.8 million of the world's
13.1 million school-age refugee children, 44%, were out of school in

2025. Gross enrolment was 65% at primary level, 32% at secondary and a
record 11% at tertiary level, against a target of 15% by 2030 (UNHCR,
2026) [191].

Each figure hides a particular crisis. In Cox's Bazar, Bangladesh, fund-
ing cuts in 2025 led to the closure of more than 6,400 learning centres in

the Rohingya camps, putting about 300,000 children at risk of losing
their education (Save the Children, 2025) [167]. In Gaza, UNICEF de-

scribed the education system as on the brink of collapse after two years of
war (UNICEF, 2025) [192]. On the Thai–Myanmar border, Save the

Children reported in January 2026 that education in the nine refugee
camps had reached "breaking point", with aid cuts coinciding with rising
enrolment (Save the Children, 2026 [168]; Penfold, 2026 [119]).

The money is moving in the wrong direction. Official development as-
sistance from OECD donors fell by 23.1% in real terms in 2025 to

US$174.3 billion, the largest annual fall on record, and humanitarian aid
fell by 35.8% (OECD, 2026) [89]. In the same year, world military ex-

penditure rose for the eleventh consecutive year to about US$2.89 trillion
(SIPRI, 2026) [169]. These are policy choices, not laws of nature, but they
set the conditions in which AI will or won't reach the learners with the

least. Please check these figures against the OECD and SIPRI releases be-
fore relying on them.

EdTech Hub and IDRC's foresight study of education in conflict and
crisis to 2035 ranks a funding collapse as the likeliest scenario, hybrid

learning becoming normal as the most urgent, and borderless accredita-



194

tion for displaced learners as the least likely but among the most con-
sequential (Rahman & Freeman, 2025 [163]; Penfold, 2026 [119]).

Figure: Refugee education in 2025 (UNHCR, 2026).

Figure: Aid and military spending, 2025 (OECD, 2026; SIPRI, 2026).
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CHAPTER 50

What works where power, connectivity and
funding fail

If AI is to narrow gaps rather than widen them, it has to work at the weak-

est link. Several approaches already do, or are trying to.

Offline first

Kolibri, developed by the non-profit Learning Equality, turns a low-cost
device into an offline school server that learners reach with their own

phones or tablets, and has been used in refugee settings including
Kakuma (UNDP, n.d.). In Myanmar, Spring University Myanmar reports
using offline Wi-Fi boxes, a learning app and radio lectures to reach stu-

dents and teachers in conflict areas. It protects the anonymity of teachers
and learners because, in a conflict zone, safety is part of the design (Spring

University Myanmar, n.d.; Penfold, 2026) [119].

Small AI on basic phones

The World Bank's World Development Report 2026 argues that AI for
low- and middle-income countries must often be delivered through voice

on basic mobile phones, for people who can't read or can't afford smart-
phones. It promotes "small AI": affordable models that run on everyday

devices (World Bank, 2026) [202].

Supporting the adults

The International Rescue Committee's aprendIA provides low-bandwidth
WhatsApp support and short courses for teachers in conflict-affected
north-east Nigeria, in English and Hausa (International Rescue

Committee, 2026) [59]. Chapter 17 mentioned it as an example of careful
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support for carers. In many camps, teachers are refugees themselves.
Community teaching isn't a future scenario but a daily reality, and the

question is whether it's supported, trained and recognised (Penfold, 2026)
[119].

Figure: Design for the weakest link first. Sources: Learning Equality, UNDP Digital X,
Spring University Myanmar and EdTech Hub (2025). The descriptions and programme
figures come from each project's own pages and are not independent evaluations.
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Portable, recognised certificates

The Alsama Project launched the G12++ in 2026, a low-cost, capability-
based examination intended to give displaced young people a high-

school-equivalent certificate that universities and employers will accept.
The organisation reports external benchmarking and early acceptance by

universities and employers. These claims are its own and haven't been in-
dependently verified (Alsama Project, 2026 [4]; Penfold, 2026 [119]).
Brave Generation Academy, with which I'm connected, has worked with

partners to train camp teachers in Kakuma as remote teaching assistants
(Penfold, 2026) [119].

None of these approaches is automatically safe. EdTech Hub's scenarios
warn that private providers may be paid in children's data, and that tools

may not fit local languages or cultures (Rahman & Freeman, 2025) [163].
Low cost isn't the same as low risk.

Figure: Four approaches at the weakest link (Chapter 50).
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CHAPTER 51

A six-question equity test

Drawing these strands together, I propose six questions that schools, sys-

tems and organisations can ask of any AI decision. They extend the simple
test I used in the newsletters, "does this narrow the gap or widen it?"

(Penfold, 2026) [97], into its component parts.

Figure: The six-question equity test as set out in Chapter 51.

Access. Who can use this, on what devices and connections, and who
can't?

Guidance. Who will help the least advantaged learners use it well?

Language. Does it work in learners' own languages and respect local
knowledge?

Recognition. Will what learners achieve be recognised by the institu-
tions and employers that matter to them?
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Data and safety. Is learners' data the price, and is anyone put at risk by
using it?

Continuity. Would it still work for a month without power, connectiv-

ity or funding?

What to do

For school leaders. Ask of every AI decision whether it narrows or widens

the gap. Make sure access to good tools and to skilled guidance doesn't
quietly track advantage within your school. Invest most in the students

least likely to get support elsewhere.
For systems and donors. Fund the human side, not only the techno-

logy: teachers, community educators and the guidance that turns access
into learning. Support offline, low-bandwidth and voice-based tools in

local languages. Invest in portable, verifiable learner records and recogni-
tion across borders.

For organisations working with displaced learners. Plan for lower and

less predictable funding. Work offline first. Refuse arrangements in which
learners' data is the price. Ask who will recognise a certificate before issu-

ing it. Protect teachers and learners.

What this part can't tell you

This part synthesises data from many sources with different methods and
definitions. Several organisational claims about programme reach and re-

cognition couldn't be independently verified. Projections and scenarios
aren't forecasts. Much of the evidence on AI and learning comes from
well-resourced settings, and its relevance to crisis contexts is uncertain.

My involvement with Brave Generation Academy is a potential conflict of
interest.

A closing thought

AI won't decide by itself whether it narrows or widens educational gaps.

Left to markets and chance, it will probably widen them, because that's
how new technologies usually spread. Narrowing them requires deliber-
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ate, funded choices about access, guidance, language, recognition, data
and continuity, made with the least advantaged learners in mind. The test

of AI in education isn't what it does for the best-resourced school, but
what it does at the weakest link: in a camp classroom with no power, a

teacher who is also a refugee, and a young person whose certificate no one
recognises. If it works there, it's likely to work everywhere.

THINK IT THROUGH

Reflect.

Who is at the weakest link in your own context, and what would help them
most?

Does access to good tools and skilled guidance quietly track advantage in
your school?

What would you ask before accepting a free tool for learners whose data is

the price?

Self-check. How far is each of these true where you work: not yet, partly,
mostly or fully?

Access: we know who can use this, on what devices and connections, and

who cannot.

Guidance: someone will help the least advantaged learners use it well.

Language: it works in learners' own languages and respects local
knowledge.

Recognition: what learners achieve will be recognised by the institutions

and employers that matter to them.

Continuity: it would still work for a month without power, connectivity or

funding.

The online edition has an interactive coach for each part, with a scenario,
scored feedback and questions answered from the text.



PART ELEVEN

How This Book Was
Made



202

Based on the paper "From Newsletter to Journal in an Evening: A Human–AI
Workflow for Rapid, Open and Verified Publication of Applied Education
Research" by Paul Penfold (Proceedings of Future Science Archives, 2026), with
an added account of how the book itself was made.

The first ten parts argued for care: with children, with evidence, with
contracts, with who gets left out. This last part turns that care on the book

itself. It explains how the papers behind these chapters were made, what
checking found, what could go wrong with this way of working, and how

you can judge it for yourself.
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CHAPTER 52

Can good research reach the public in days?

This book began with a simple question: can current, applied research on

a fast-moving topic reach the public in days rather than months, without
giving up the standards that make research worth reading?

The question matters most where change is fastest. In AI and educa-
tion, a new model, policy or study can overturn assumptions within
weeks. Over 2026 alone, intergovernmental bodies issued new frame-

works on AI literacy, England placed AI inside its statutory safeguarding
guidance, the European Union delayed its high-risk rules for education,

and new evidence appeared on AI tutoring, cognitive offloading and the
employment of young workers. A paper written in January and published

the following year would miss most of it.
The experiment was to take thematic papers from my newsletter and

publish them in a single evening, in an international open-review venue,
without peer review at the first stage but with every reference checked,
every claim traceable, and the process itself made public. This book is a

second step: it takes those papers and turns them into short chapters for
readers who won't read a journal article. Eleven papers are behind it, in-

cluding the process paper this part draws on, which in its published form
counts ten.

Why this author, and why this experiment

I've worked in education for six decades, as a teacher, researcher, cur-

riculum and vocational education adviser, school leader and consultant
across Asia and beyond. The motivations behind this work are those that
have run through that career: a commitment to students' learning, to sup-

porting teachers, to strengthening school leadership and good gov-
ernance, and, more recently, to understanding how AI is changing learn-
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ing, work and young people's futures. Those concerns led to the AI in
Education – Deliberately Human newsletter and to a twice-weekly brief-

ing for education leaders, from which the papers are drawn.
The experiment also reflects a longer habit of testing new technologies

for learning before they become mainstream. In 2008 and 2009, I built
the PolyU Virtual Hotel in the virtual world Second Life at the Hong

Kong Polytechnic University, which received a teaching and learning in-
novation award in 2009. I also published research on teaching and on

conducting research inside virtual worlds (Penfold, 2009 [94]; Guillet &
Penfold, 2013 [54]). That work explored immersive, networked learning
more than a decade before Facebook renamed itself Meta in 2021 and

brought the idea of the "metaverse" to mainstream attention. Other work
has included development education in Asia, among it refugee education

on the Thai–Cambodian border, vocational and hospitality education pro-
grammes for governments in the region, and innovation in the schools

I've led. Trying new tools early, carefully and in public is a habit. This
series applies it to publishing itself.
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CHAPTER 53

The speed problem, the money problem
and the quality problem

The speed problem

Conventional peer-reviewed publication is slow. A study of publishing

delays across disciplines found average times from submission to publica-
tion of around a year, with wide variation by field (Björk & Solomon,
2013) [14]. In a slow-moving field that may not matter. In AI and educa-

tion, a year is long enough for the tools under discussion to be replaced
and for the policy landscape to change completely. By the time a paper is

published, it risks being out of date.

The economics problem

I also believe that the current academic publishing business is neither eth-
ical nor sustainable, and the evidence supports the concern. Most research

is paid for by universities and public funders through researchers' salaries.
Researchers then review one another's work largely without payment.
One estimate put the time reviewers spent on peer review in 2020 at

more than 100 million hours, with the time of US-based reviewers alone
worth over US$1.5 billion (Aczel et al., 2021) [2]. Publication itself is con-

centrated in a small number of commercial publishers, which by 2013 ac-
counted for more than half of all papers in the natural, medical and social

sciences (Larivière et al., 2015) [66]. Universities then pay for access
through subscriptions, or authors pay article processing charges to make
their work open.

The result is that public money pays for research, unpaid academics
check it, and institutions pay again to read it. Alternative models that re-

move charges for both readers and authors are part of the answer.
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The quality problem

Speed and openness have their own risks. Generative AI makes it easy to
produce text that looks like research. In October 2025, arXiv stopped ac-

cepting computer science review and position papers that hadn't passed
peer review, after a flood of low-quality submissions it attributed largely

to AI (Nature, 2025) [80]. A large-scale study found that the share of sci-
entific papers showing signs of modification by large language models
rose quickly after 2022, especially in computer science (Liang et al., 2025)

[69]. "Research slop", fluent but shallow or wrong text produced at
volume, is a real threat to the scholarly record. Any experiment in faster,

AI-assisted publication has to take that threat seriously, and this one tried
to.

Figure: The speed, economics and quality problems (Chapter 53).
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CHAPTER 54

The venue, and the 81 articles behind it

Future Science Archives

Future Science is a non-profit, open-access and open-source initiative for
innovation in academic publishing, hosted at Mohammed VI Polytechnic

University in Morocco in partnership with Aix-Marseille Université, the
University of Chicago and Columbia University's Center for

Contemporary Critical Thought, and led by Raphaël Liogier (Future
Science, 2026) [46]. It charges no submission or reader fees and is funded

through public and institutional support. It describes itself as being at an
early stage of development, moving from an alpha phase towards a wider

beta in 2026.
Future Science Archives is one of its initiatives, an Open Review

Archive. It welcomes research from all disciplines, posts manuscripts im-

mediately on submission, and invites open commentary and revision in
public, like a preprint enriched by community feedback and editorial

oversight (Future Science, 2026 [46], 2026 [47]). Its information for au-
thors is explicit about what this means. Submissions aren't filtered in ad-

vance for relevance, originality, importance or quality. Publication isn't a
certification of the work. Authors remain fully responsible for content, ac-
curacy, methods, citations and ethics, and works may receive open, post-

publication peer review. All authors must follow a code of conduct requir-
ing academic integrity, proper citation, transparency, authorship and con-

flict-of-interest disclosure (Future Science, 2026) [47].

Why it fitted, and where it doesn't

The venue fitted the experiment for three reasons. It publishes immedi-
ately, which made a single-evening test possible. It's free to authors and

readers, which matched my view of how publicly funded knowledge
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should circulate. And it makes evaluation public after publication, which
places the responsibility for quality squarely on the authors and invites

others to test it.
It also has real limitations, which you should weigh. Its publications

aren't indexed in commercial citation databases and carry no impact
factor, which matters for early-career researchers whose careers depend

on such measures. Experiments with automated AI research and review
risk hallucination, bias and a flood of unvetted synthetic literature if safe-

guards fail. Its long-term sustainability depends on continued public and
institutional funding and goodwill. Several features, including automated
DOI assignment and AI-assisted reviewing, were still in development at

the time the process paper was written, and the paper's own DOI field
read "TBD". For now it works better as a research preview than as a

primary outlet for mainstream work.
The series didn't begin there. The first article was prepared for a differ-

ent Future Science initiative, Mirror, which publishes research by AI sys-
tems about AI systems. An education review doesn't fit that scope, so I re-
directed the work to the multidisciplinary archive. That decision is an ex-

ample of why judgement about venue can't be delegated.

The source corpus

The papers draw on 81 long-form articles I published, mostly during
2026, and archived on my website at paulpenfold.com/blog (Penfold,

2026) [117], alongside a twice-weekly briefing for education leaders. The
website tags each article with one or more of eight themes. Because most

articles carry two or more tags, the theme counts total 164 rather than 81.
According to the process paper, the first ten papers cite 60 of these art-
icles directly, together with an unpublished manuscript and a newsletter

report I shared.
The newsletters were written with AI assistance for research, drafting

and graphics, and each carried a disclosure to that effect. They draw on re-
ports from UNESCO, the OECD, the World Economic Forum, the

European Union, national governments and research institutions, and on
my own experience. Their purpose was timely interpretation for busy
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school leaders, not academic publication. That difference turned out to
matter, as the next chapter shows.

Figure: The source corpus behind the papers (Chapter 54).
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CHAPTER 55

The workflow, and what checking found

Who did what

The work was a joint project. I did the thinking that an AI couldn't do:
choosing the themes, writing and curating the newsletters over many

months, doing the initial research and reading, deciding the venue, setting
the standards, reviewing every paper, approving or changing it, and tak-

ing responsibility for it. The AI agent (Claude, made by Anthropic) did
much of the heavy lifting: gathering the articles, tracing sources, checking

references, synthesising each theme into an argument, drafting the text,
drawing the figures, and submitting the approved papers through the

archive's interface.

Figure: Who did what (Chapter 55).
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The stages

Write and curate. Over 2025 and 2026, I published 81 long-form art-
icles and regular briefings.

Choose themes and venue. I selected the themes and the venue.

Gather. The agent collected the articles by theme from my website and

retrieved their full text from their original publication pages.

Synthesise. For each theme, the agent proposed a distinct argument
and structure, avoiding overlap with the other papers, and I steered it.

Verify. The agent traced each claim to its primary source where pos-
sible: checking DOIs against Crossref, reading official documents and
press releases, and confirming figures. Claims that couldn't be verified

were corrected, attributed or removed.

Draft. The agent wrote each paper in a conventional academic struc-
ture, in plain British English, with the newsletters cited as the source
series and a disclosure of how it was made.

Visualise. The agent drew original figures and a cover image for each
paper, inspected every figure and redrew any with faults.

Review and approve. I reviewed each paper and its figures. Nothing

was submitted without my explicit approval, and several papers were
changed at this stage.

Submit and check. The agent submitted each approved paper and then
confirmed through the archive's public interface that the paper and
every image had published correctly.

Revise in public. When errors or improvements were found after pub-

lication, the agent submitted a revised manuscript linked to the ori-
ginal, so the record of change stays visible.

The process wasn't linear. Three loops ran throughout: a verification loop,
in which each claim was checked and the draft revised; a figure loop, in
which each figure was rendered, inspected and redrawn until it was clean;

and an approval loop, in which I reviewed, asked for changes and
approved.
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Figure: The ten stages of the workflow (Chapter 55).

What verification found

The most important finding of the experiment is how much the verifica-
tion step mattered. The newsletters had been written with care, with AI

assistance and with sources listed. Yet tracing their claims to primary
sources found more than two dozen problems, of the kinds that a fast, un-

critical conversion of newsletters into papers would have published.

A retracted study. A widely cited 2025 meta-analysis reporting large
benefits of ChatGPT for learning had been retracted. It was removed,

and the retraction was noted as a caution in its own right.

Misreported findings. One newsletter reversed the findings of a well-

known field experiment, attributing a performance loss to students
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who didn't use AI rather than to those who did. Another credited a
finding from one study to a different study.

Figures that differed from their sources. Examples included a survey

reported as showing that 6% of teachers found AI guidance clear,
where the source said 4%, and an employment estimate from an older
version of a study that had since been updated.

Claims that couldn't be verified. These included survey percentages
that couldn't be traced to any primary source, a named legislative bill, a

government funding figure, a quotation attributed to a named expert,
and an article that couldn't be found. All were removed.

Sources that couldn't be confirmed. A cited book chapter and a named
assessment framework couldn't be found in any public record, and

were removed or described without attribution.

Misattribution. A programme run by one humanitarian organisation

had been attributed to another.

Figure: What verification found (Chapter 55).
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Two lessons follow. First, AI-assisted writing can carry errors confidently,
and errors persist when text is reused. The newsletters were themselves

partly AI-assisted, and some of their errors were the kind AI systems are
known to make. Second, AI can also be an effective checker when it's in-

structed to trace claims to primary sources and to say plainly what it can't
confirm. The same technology that creates the risk of research slop can,

used deliberately, reduce it. What it can't do is decide what matters, which
sources deserve trust, or when a claim should be dropped rather than

softened. Those were judgements I made or approved.

The timeline

The first article in the series was published on 25 October 2026. The

main series was produced on the evening of 29 October 2026, Thailand
time. According to the process paper, the first of the thematic papers was

published at 20:40 and the ninth at 22:18 (UTC+7), with revised manu-
scripts for earlier papers interleaved as figures and corrections were ad-

ded. Allowing for the earlier preparatory work, the experiment showed
that verified, illustrated papers could move from an existing body of prac-

titioner writing to public, citable availability in a single evening.
That speed rested on a large amount of earlier work. The newsletters

represent months of reading, thinking, writing and engagement with

readers. The evening was the final step, not the whole of the effort.
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CHAPTER 56

Risks, conditions and how this book was
made

What this approach is, and isn't

These papers are syntheses and arguments grounded in published evid-

ence and practitioner experience. They aren't new empirical studies. At
the time of writing they hadn't been peer reviewed, because the venue's
model is to publish first and review openly afterwards. Treat them as

working papers that invite challenge, which is what the venue is designed
for. The same goes for this book.

The risks

The risks are real. If this approach became common without care, it could

add to the flood of fluent, low-value text that already threatens the schol-
arly record. Academic rigour could suffer if verification is skipped. And re-

searchers could become editors of machine-written text rather than au-
thors of their own thinking, losing the slow, effortful work through which
understanding is built. That's the same risk several parts of this book de-

scribe for students.

Four conditions

The experiment suggests that these risks can be managed when four con-
ditions hold.

The ideas come from sustained human work, here a long-running

newsletter grounded in my reading and experience.

Every claim is traced to a source, and unverifiable claims are removed

rather than softened.
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A human with relevant expertise reviews and approves each paper and
remains responsible for it.

The process is disclosed in full, including the role of AI, the author's in-

terests and the errors found.

Under those conditions, AI-assisted rapid publication isn't a shortcut

around thinking. It's a way of getting the results of thinking into the pub-
lic domain while it's still useful.

Figure: Four conditions (Chapter 56).

How this book was made

This book is a further step, and it has its own limits, so here is the plain

account. The structure of eleven parts and 56 short chapters was agreed
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first. Claude then drafted each part from the matching paper, keeping to
the paper's evidence and wording where the evidence was concerned, and

adding cross-references so that studies described in one part point to the
part where they're treated in full. The sources were taken from the papers'

reference lists, not rebuilt from memory, and merged into one numbered
Bibliography at the back. For Part Two, six more newsletters from my blog

were added as my own work. I've reviewed and approved the text, and I'm
responsible for it. The chapters are shorter than the papers they come

from, because readers who aren't specialists tend to prefer short chapters.
Some detail from the papers, including the figures, was left out to keep
them short.

Because the book was drafted from the papers, any error in a paper will
be in the book too, unless it was caught. Readers who rely on a figure

should go back to the cited source. The aim is to correct in the open, as
with the papers.

Conflicts of interest

The AI that co-wrote this book is Claude, made by Anthropic, an AI de-

veloper whose products and leaders are discussed in several parts. I'm con-
nected to Brave Generation Academy, which is discussed in Parts Eight
and Ten. These interests are declared where they arise.

A replicable workflow

For others who want to try something similar, the experiment suggests a

simple sequence.

Start from sustained work of your own. A body of writing, data or
practice that reflects real thinking over time.

Choose an open venue that fits. Check its scope, its review model and
its requirements before you start.

Synthesise by theme, not by article. Build each paper around an argu-
ment, and avoid overlap between papers.
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Verify everything. Trace each claim to its primary source, check DOIs,
and remove what can't be confirmed.

Make the evidence visible. Use original figures, and label claims by the

strength of their evidence.

Keep a human at the gate. Nothing is published without the respons-

ible author's review and approval.

Disclose fully. State the role of AI, the authors' interests and the

limitations.

Correct in public. Use the venue's revision mechanism, so the record of

change stays visible.

Figure: A replicable workflow (Chapter 56).

The papers behind this book

All are published in Future Science Archives under my name, with Claude
disclosed as co-writer. The process paper gives the web address of each of
the first ten.

Learn first, then use AI: Testing an expert consensus on generative AI

and learning against the empirical evidence (Part Two).
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What counts as AI literacy? A comparative analysis of international
frameworks and system-level policies, 2024–2026 (Part Four).

When the artefact is no longer evidence: Assessment validity and aca-

demic integrity in the age of generative AI (Part Five).

Governing AI in education: Uneven rules, thin evidence and procure-

ment as policy, 2026 (Part Nine).

Teachers at the centre: Closing the teacher AI gap through professional

learning, time and agency (Part Seven).

Growing up with machines that talk back: Wellbeing, attachment and

the developing mind in AI-mediated childhood (Part Three).

The broken bottom rung: Entry-level work, durable capability and

what schools should prepare young people for (Part Six).

Leading the redesign: Purpose, ecosystems and sequencing in school

leadership for AI (Part Eight).

Close the gap or widen it? AI, equity and learning at the weakest link

(Part Ten).

Educational futures to 2035 and 2045: Scenarios, switches and the
choices to make now (Part One).

From newsletter to journal in an evening: A human–AI workflow for
rapid, open and verified publication of applied education research (this
part).

What this part can't tell you

The workflow described here comes from one author, one body of work

and one evening, and hasn't been independently evaluated. The counts of
papers and articles come from the process paper and need updating where

the eleventh paper changes them. Some details of the venue, such as DOI
assignment and indexing, were changing at the time of writing.
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A closing thought

The question that began this work was whether current, applied research
could reach the public in days rather than months without abandoning

rigour. For papers on AI in education, the answer was yes, with conditions.
The papers were published in a single evening, in a venue that charges no

one, with verified references and full disclosure. They were possible be-
cause of months of human thinking that preceded them, and they were
trustworthy only to the extent that every claim was checked and a re-

sponsible human approved every word. The most striking lesson is that
verification found more than two dozen problems in material that had

already been carefully written. Speed is easy. Speed with care is the harder
and more valuable thing, and it's what this experiment set out to test.

Whether it succeeded is now for you to judge, in the open.
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THINK IT THROUGH

Reflect.

Where in your own work does AI help you write faster, and where might it

hide errors?

What would a reader need to see to trust a text you made with AI?

Who is the human who is responsible for what you publish?

Self-check. How far is each of these true where you work: not yet, partly,

mostly or fully?

The ideas come from sustained human work, not generated from nothing.

Every claim is traced to a source, and unverifiable claims are removed, not

softened.

A human with relevant expertise reviews and approves it and remains

responsible.

The process is disclosed in full, including the role of AI, the author's in-
terests and the errors found.

Errors found after publication are corrected in public, so the record of
change stays visible.

The online edition has an interactive coach for each part, with a scenario,
scored feedback and questions answered from the text.
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Corrections and updates (errata)

This is an evolving book. Evidence on AI in education changes quickly, so
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No corrections have been recorded yet for the first edition, October

2026.

If you spot an error, please email info@paulpenfold.com with the

chapter, the sentence and, if you can, a source. The online edition is al-
ways the most current version.


	Deliberately Human
	Acknowledgements
	“Should we allow AI?” is the wrong question.
	Reviews

	Contents
	Foreword
	Introduction
	Who this book is for
	What it argues
	How the book is organised
	How to read it
	A note on evidence
	Who wrote it
	A last word before you begin

	Choices, Not Capability
	CHAPTER 1The class of 2034
	Where the material comes from
	Telling evidence from imagination

	CHAPTER 2Seven pressures already in the room
	CHAPTER 3What other scenario sets say, and wherethey disagree
	Where the sets disagree

	CHAPTER 4Four futures for 2035
	CHAPTER 5Three futures for 2045
	The worst case: the great unbundling
	The likeliest: two schools, two futures
	The best case: the great release

	CHAPTER 6Six switches and what to do now
	Moves that hold in every future
	Learning continuity as a system responsibility
	Signals to watch
	Working backwards from 2035
	What this part can't tell you
	A closing thought
	THINK IT THROUGH


	Learn First, Then UseAI
	CHAPTER 7The wrong question: does AI help or harmlearning?
	CHAPTER 8What thirty experts found
	How the report worked
	A sequence with risks at both ends
	What the experts recommended

	CHAPTER 9What learning science would predict
	CHAPTER 10Four studies tested against the consensus
	Acquisition: answer-giving harms learning
	Consolidation: tutor-style AI can produce large gains
	A caution about pooled evidence
	Writing: offloading leaves a cognitive debt
	Higher-order thinking: offloading is linked with weakercritical thinking

	CHAPTER 11Where the evidence and the consensus part
	CHAPTER 12Learn first, then use AI: the rule and whatit means for schools
	For teachers
	For school leaders
	For researchers
	What this part can't tell you
	The rule in one paragraph
	Related newsletter articles
	THINK IT THROUGH


	Growing Up withMachines That TalkBack
	CHAPTER 13The student at lunch: a question of care
	Where the material comes from

	CHAPTER 14Relationships are how learning works
	Relationships aren't a side effect
	How children use AI companions
	Emotional support as a signal of distress
	When AI enters the teacher's voice

	CHAPTER 15Effort, pace and the habit of checking
	Convenience and effort
	Pace
	Truth and confidence

	CHAPTER 16What children are owed: the truth aboutwhat they talk to
	It is a machine
	What kind of machine is uncertain
	AI is not inevitable

	CHAPTER 17Responses in 2026 and five developmentalsafeguards
	Three kinds of response
	Five developmental safeguards
	Two problems, not one
	What to do
	What this part can't tell you
	A closing thought
	THINK IT THROUGH


	What Counts as AILiteracy
	CHAPTER 18Everyone agrees it matters, nobody agreeswhat it is
	How the comparison was done

	CHAPTER 19Five frameworks side by side
	UNESCO: a human-centred competency framework
	Digital Education Council: general and domain literacy
	European Commission and OECD: the AILit Framework
	OECD PISA 2029: literacy as something measured
	Council of Europe: protecting social agency
	At a glance

	CHAPTER 20Four points of agreement, five realdifferences
	Where the frameworks agree
	Where they differ

	CHAPTER 21China, Boston and New York City
	China: national mandate, tiered by age
	Boston: literacy for every high school graduate
	New York City: a pause for younger learners
	What the three share

	CHAPTER 22What the definitions leave out, and a modelfor schools
	Teacher capacity
	Assessment that measures doing, not knowing
	A synthesis model
	What to do
	What this part can't tell you
	A closing thought
	THINK IT THROUGH


	When the Artefact Is NoLonger Evidence
	CHAPTER 23The quiet assumption behind mostassessment
	Where the material comes from

	CHAPTER 24How big is the problem?
	How students use AI
	How teachers see it
	From shortcuts to automation

	CHAPTER 25Why detection is the wrong answer
	Detectors are unreliable
	Detectors are biased
	Surveillance damages the relationship it's meant to protect

	CHAPTER 26From integrity to validity
	Grades as a social contract
	A different question
	What the learning research adds
	The single sitting is fragile too

	CHAPTER 27What schools can build, and the risks ofbuilding it
	Six moves from one school
	Conversations, not accusations
	Learners as producers
	Old practice, newly relevant
	Equity and cultural risks
	An evidence chain
	What to do
	What this part can't tell you
	A closing thought
	THINK IT THROUGH


	The Broken BottomRung
	CHAPTER 28The place where people learn to work
	Where the material comes from

	CHAPTER 29What the labour market is signalling
	Skills are shifting quickly
	The squeeze is on the young
	Exposure is not the same as job loss
	Growth, and a premium for skill

	CHAPTER 30The expertise paradox
	CHAPTER 31Credentials, caring work and a three-layermodel
	The weakening signal
	Rapid restructuring
	Caring and vocational work
	A three-layer model of preparation
	What to do
	What this part can't tell you
	A closing thought
	THINK IT THROUGH


	Teachers at the Centre
	CHAPTER 32A mismatch at the heart of school AI
	Where the material comes from

	CHAPTER 33How big is the gap?
	Students are already there
	Teachers are partly there
	Why the gap exists
	Why the gap matters

	CHAPTER 34What AI can offer teachers, and what thetime is for
	Time
	Scale
	What the time is for

	CHAPTER 35Professional learning that works
	What the research already shows
	What schools that are closing the gap do

	CHAPTER 36Agency, the right to say no, and a capabilitypathway
	Teachers in the room
	Informed refusal as a competence
	A three-stage pathway
	What to do
	What this part can't tell you
	A closing thought
	THINK IT THROUGH


	Leading the Redesign
	CHAPTER 37Buying the tool is the easy part
	Where the material comes from, and a declaration

	CHAPTER 38The speed gap
	CHAPTER 39What is school for?
	Knowledge as material, not destination
	Relational capability
	What students need to be able to judge

	CHAPTER 40Why good changes fail: the system aroundthe classroom
	Three frictions
	Four strategies

	CHAPTER 41Sequencing, unbundling and a leadershipsequence
	Institution before tool
	Conversation before policy
	Red lines before rollout
	Two decisions, not one
	The changing shape of school
	A five-step leadership sequence
	What to do
	What this part can't tell you
	A closing thought
	THINK IT THROUGH


	Governing AI inEducation
	CHAPTER 42Who governs AI in a school?
	Where the material comes from

	CHAPTER 43A year of rules: what changed in 2026
	Stronger international principles
	A statutory duty in England
	A delay in Europe
	From strategy to delivery

	CHAPTER 44The evidence gap
	CHAPTER 45Procurement: the hidden layer ofgovernance
	Who pays, and for what
	Costs that don't appear on the invoice

	CHAPTER 46A governance stack, its gaps, and a protocolfor schools
	Five layers
	Three gaps
	Procurement as governance: six tests
	What to do
	What this part can't tell you
	A closing thought
	THINK IT THROUGH


	Close the Gap or WidenIt?
	CHAPTER 47Two plausible futures
	Where the material comes from, and a declaration
	Why access isn't enough

	CHAPTER 48Four layers of the AI divide
	Access
	Guidance
	Language and culture
	Recognition

	CHAPTER 49The weakest link: learners in crisis
	CHAPTER 50What works where power, connectivity andfunding fail
	Offline first
	Small AI on basic phones
	Supporting the adults
	Portable, recognised certificates

	CHAPTER 51A six-question equity test
	What to do
	What this part can't tell you
	A closing thought
	THINK IT THROUGH


	How This Book WasMade
	CHAPTER 52Can good research reach the public in days?
	Why this author, and why this experiment

	CHAPTER 53The speed problem, the money problemand the quality problem
	The speed problem
	The economics problem
	The quality problem

	CHAPTER 54The venue, and the 81 articles behind it
	Future Science Archives
	Why it fitted, and where it doesn't
	The source corpus

	CHAPTER 55The workflow, and what checking found
	Who did what
	The stages
	What verification found
	The timeline

	CHAPTER 56Risks, conditions and how this book wasmade
	What this approach is, and isn't
	The risks
	Four conditions
	How this book was made
	Conflicts of interest
	A replicable workflow
	The papers behind this book
	What this part can't tell you
	A closing thought
	THINK IT THROUGH


	References
	About the author
	Contact
	Corrections and updates (errata)


